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1. Executive Summary 
This Work Package deals with an array of NLP tasks: Language Identification, Use of 
Ontologies, Entity Recognition, Categorization and Use of Rule Engines. These components are 
all together included under the general term of “information extraction”: and they are 
interactive: the language identification triggers the NLP engine for entity extraction, links the 
lexemes in a text to ontological instances, and is a feature in categorization. The entity 
extraction relies on ontological instances linked to the lexemes in a text in order to arrive at 
higher accuracy and focused identification of entities. The features of the NLP together are 
part of the features of the categorization engine for building the statistical vectors. These tasks 
are critical for the project as they are the first building blocks in the process of identification of 
radical and terrorist messages in the Internet. 

For this work package, an extensive terrorism and radicalism ontology has been enhanced, 
building on the core IP of INT. The language identification models remain those used by the 
INT technology. Entity recognition has been re-trained during the project in order to improve 
accuracy. Finally, the task of generating classification models of textual terrorist content has 
been completed (i.e. the models do not include audio, image or video sources). The models 
enable the platform to perform two levels of categorisation in order to enable effective triage 
of large quantities of data that will be input into the system. These levels are:  

A language-dependent “domain detector” based on the features of lexical occurrences in texts 
that are reduced to their stems and lemmas which determines if the text conforms to any of 
the general domains in which the platform has an interest and enables the platform to refrain 
from further categorisation of texts which are not of the domain of interest (terrorism);  

A language-independent “categorization engine” which uses ontological features generated by 
the NLP engine to perform deep categorization of the text according to a number of 
categorization clusters (example: violence level, radicalism level, political-ideological 
affiliation, religious affiliation, document type, theatre etc.).  

Hence any new document input into the system will be first triaged by the domain detector to 
determine if it warrants further processing, and then the relevant documents will be sent to 
the categorization engine for deeper classification. 

The models have been generated on the basis of ±100,000 texts of all types: short texts, social 
media, formal articles, texts in different domains (political, religious, financial, technical etc.) in 
a number of languages that are currently supported by the NLP engine.  Testing for accuracy 
reveals a high level of precision and recall (F-Score) on large texts.  The output is currently .ps 
files that will be converted into JSON format. 
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2. Introduction 
This document is a result from the WP2-Social Language Processing,  within Task 2.1: Develop 
terrorism-specific classifiers, that focus on the collection of terrorism related public texts, 
performing full NLP on them and using the generated features (e.g. concepts, entities, topics, 
sentiment, etc.) to generate classification models – at this stage through supervised learning. 

2.1. Document Scope 

D2.1 - Domain-specific classifiers presents the Social Language Processing (SLP)-Domain-
specific classifiers component of the RED-Alert system. 

The purpose of this document is to present the work accomplished within Task 2.1. The task 
will collect terrorism related public contents (photos, blogs, videos etc.), where labels or 
keywords are attached to most of the items. We will implement and test taxonomy-
constructing algorithms that are helpful in summarizing and searching unstructured data. 
Based on feedback from LEAs, the task will adjust and tune the performance of the algorithm. 
Taxonomy will be base on terrorism-related terms. Entity recognition will be also very 
important in order to recognize terrorism related entities (people, places, organizations, 
events etc. ) and match all of their variations. Information Extraction will play an important 
role to recognize linguistic patterns related to terrorism: Components which are included 
under the general term of “information extraction” such as language identification, use of 
ontologies and entity recognition, are necessary to provide basis analysed data to the other 
engines of the platform. 

2.2. Methodology  

The methodology of this report is mainly consisting from next steps: 

 Presentation of the components and functionalities developed in the work package. 

 Presentation of the tools used to develop the different components. 

 Presentation of the tools used to validate the different components. 

 Presentation of the interaction of the different components in the general solution. 

 Feedback received after testing the platform from the partners. 

2.3. Document Structure 

The rest of the document is divided into six sections, as follows: 

Section 3: Role of the module in the project 

Section 4: Methodology of building the module 

Section 5: Summary of implemented functionalities 

Section 6: Description of the Domain Specific Classifiers Component. 

Section 7: Description of the methodology and results of testing by LEAs. 

Section 8: Conclusions 
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3. Role of the Module 
The role of this module is to process the texts and output categorization models for use in 
other components of the RED-Alert system. Existing domain detector cluster are: Islamic, IED, 
Arts &Cluster, Military, Finance, Food & Recipes, Politics, International Politics, Health 
& Medicine, Physical Sciences, Sports, History, Social Issues, IT, Legal, Religion (Except Islam), 
Terrorism, Tourism and Cyber. 

The categorization engine is currently based on pre-defined categories that are built using 
supervised learning. However the module is flexible and enables adaptation to new clusters 
and categories to fit emerging situations. This flexibility must be structured in a manner that 
will be accessible and useable by other components of the RED-Alert system. 

After the categorization features are generated, they are to be used as features in other parts 
of the system to identify possible indicators of relevant events or radicalizing trends. Features 
that are found to be particularly relevant for identification of such trends may be flagged and 
given a higher weight in the categorization model. 
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4. Methodology 
The categorization models are based on linguistic and ontological features that are extracted 
from the training corpora (for details see separate report of D-2-2). These include: 

 Linguistic features that are extracted include a wide range of features that are 
automatically learned from analysis of the training corpora. These include features 
that relate to grammar, syntax, punctuation, parts of speech, n-grams and order of 
statements. These features are used to identify (after attribution to ontological 
instances – see further) semantic and hermeneutic elements in the texts. 

 Ontological features are the disambiguated ontological instances that are linked to 
lexical features and determine the precise meaning of the lexical feature (word, phrase 
or combination of words and phrases). 

These features are then passed on to other modules in the Red Alert system as pre-processed 
information for further learning and information extraction. 

The models are based on supervised classification of tens of thousands of texts in the following 
languages: English; French; Spanish; Arabic; Urdu; Farsi; Hindi; Indonesian; Russian; Hebrew. 
The texts represent different language registers and styles such as news, correspondence, 
short messages, social media, dark web etc. 

The texts are manually collected and classified by analysts (language experts) and processed to 
create statistical models for classification. Following that process, the models were tested 
using a regression method (always withholding 10% of the corpus as a testing set and building 
models from the other 10%) and performing sanity checks (using the models on the total 
number of documents that were in the list of identified languages 

The same methodology is employed for Entity Recognition models. Language experts annotate 
the texts and then models are processed. During the process, the analysts enrich the ontology 
to add features from the ontology to the Entity Recognition models. 

INT has set up a machine with a dataset of terrorist-related information. Each LEA which will 
request access will receive one user login. The user login will be used to access the machine 
and to assess the accuracy of the models. Each LEA should submit to INT a report on its 
findings and recommendation.  

The lion’s share of the development of the categorization models has been done within the 
constraints of the absence of adequate real-life data from the LEAs involved in the project, 
considering their constraints in sharing relevant data. 
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5. Summary of Functionalities 
This section summarizes the functionalities covered by the software component presented in 
this deliverable. The functionalities will be referred according to the Chapter 9 –Requirements 
Specification from “D1.3 – Technical Requirements Specification”. 

 

Code Description Comments 

FR1 Text language 
identification 

Identifies over 120 languages. Identification of hybrid texts 
and code switching in texts over 100 words is completed. 
There is need to develop the same for very short texts. 

FR2 Translation Will be dealt with in the final product using a plug-in 

 

FR3 

Entity recognition Identification, disambiguation, and matching of entities 
(persons, places, organizations, institutions, etc.) from both 
structured and unstructured data sources.  Supported in: 
English, French, Spanish, Arabic, Farsi, Urdu, Hindi, Russian, 
Indonesian. Further on - Romanian 

FR4 Entity matching  

FR5 Domain & topic 
categorization 

Supported in: English, French, Spanish, Arabic, Farsi, Hindi, 
Urdu, Russian, Indonesian. On development of Romanian – 
will be added. 

FR6 Relationship 
analysis 

Enables discovery of contextual and semantic based 
relations between entities in a text based on the 
statements in the text. These relations may be work-place 
relations, family relations or action-related relations (Y 
works for X or X is CEO of A and Y is employee of A, hence Y 
works for X, X is Y’s brother, Y killed Y). Other relevant 
contextual even if weaker relations such as co-occurrences 
of entities, X talks about Y, etc. 

FR7 Sentiment analysis Supported in: Arabic, English, French, Spanish. Will expand 
to other languages. 

FR8 Short message 
analysis 

The short texts are analysed. Further work has to be done 
on identification of language and code switching in short 
texts. 

FR9 Geographic 
localization 

Enables based on mentions of places that are in the 
ontology 

FR10 Semantic Analysis 
and Search 

Allows the user to query the entire system’s knowledge 
base and to find relevant links between internal/external 
entities, ideas, and other relevant information. This also 
enables search for co-references of entities. This 
functionality should include location-based search, 
including (if technically feasible) the ability to indicate 
location by searching by means of graphical/map interface 
where the user draws a polygon on a map. 
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Code Description Comments 

 Terrorism specific 
classifiers 

Sub-topic scoring engine in the terrorist domain and radical 
Islam in: Arabic, English, French, Spanish, Urdu, Indonesian 

 Emoji 
extraction/recogni
tion/analysis 

About 100 Emojis are identifies. Work has to be done on 
“ambiguous” and culture-dependent emojis 

 Name dictionaries 
(including name 
variations) 

Enables the user to vet, validate, disambiguate, aggregate 
and match person names using cultural-based rules. We 
retain only the functional request the need to disambiguate 
and match person’s names, not the technological approach 
implied by “name dictionaries”. Our proposed technology 
uses a different, more advanced approach to name 
disambiguation and matching. 

 Location based 
search (e.g. 
drawing a polygon 
on a map) 

Supported at the level of “theatre” – must be expanded to 
sub-theaters 

 Ability to generate 
personal profile 

Search for a person returns all the information about that 
person’s connections, family relations, employment, travel, 
positions, co-references and sentiment. 

 Co references of 
entities 

Supported 

Table 1: Functional Requirements Coverage 
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6. Description of the Domain Specific Classifiers 
Component (AKA: Categorisation Engine) 

The categorization engine is based on prior processing of the data, identification of linguistic 
features, extraction of those features and their matching to ontological features. In this 
process, the following functions are executed: 

1. Language identification, including language register identification 

2. Tokenization 

3. Morphological Analysis 

4. Parts of Speech Identification 

5. Linking to Ontological instances 

6. Entity Recognition 

7. Relationship Recognition 

8. Name Analysis 

9. Sentiment Analysis 

All the above functions are precursors of the categorization engine and are part of the 
identification of linguistic and ontological features. These will be deal with separately in D23 
 

6.1. Categorization Engine 

The categorisation engine is based on initial classification by domain and partially language 
dependent and then second phase deep domain-specific categorisation (scoring engine) as 
follows:  

1. Domain Detector models - these are based on the lexical features found in the 
documents and are language-specific. These identify the general topic of the text and 
whether or not it may be a terrorist related text that warrants deeper classification. 

2. Scoring Engine models - these are based on ontological features that are matched to 
the lexical features of the text after the NLP. These represent deep categorisation 
inside the domain of terrorism or Islamic radicalism. 

In general, the minimal threshold for a model is 1,000 documents (i.e. the value of a model 
based on fewer documents is questionable). This varies according to the number of categories 
in a cluster. Not all clusters or categories exist in all domains and not all languages and 
domains will have the same set of categories. However there are categories that are cross-
domain. The deep classification is implemented only on the terrorist and radical Islamic 
domain. The classification models that have been prepared are based on mixed models of 
Centroid, SVM and CRF. From our experience there are clusters in which one or another 
statistical algorithm returns better results than others. 

Given a document, a user may wish to automatically determine whether the text includes a 
term related to any supported category. Assume that the main category is “Radical Islam” and 
that there are more categories such as “Explosives”, “Finance” etc. The output of this engine is 
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a decision on each category relevancy with a confidence score. For example, the engine gives a 
category score of 90% to "Radical Islam" with a confidence score of 70%, meaning that the 
document is relevant to Radical Islam, but the confidence in this decision is not extremely 
high.  

The following diagram presents the place of the categorization engine in the process – the 
diagram shows the categorization engine in the context of other engines that are discussed in 
D2.3 (the Natural Language – NL – engine, the Summary Engine). The diagram is based on the 
patent of INT and the numbers represent steps in the full process. Parts of this process are not 
relevant to this discussion. Process numbers 110-118-120-106 are related to the categorization 
engine:  

104

NL-Engine
Input

106 

Statistical Engine

110 

Rules Engine

108

 Summary 

Engine

Output

114

Lexicon

116

Ontology

113 Knowledge Base

118

Document 

Digest

120

Category

Scores List

111 Manual 

Rules Database

107 Centroids 

Database

 

Figure 2: Full Intuscan process 

6.1.1. Domain Detector Cluster 

The domain detector cluster is based on the lexemes in the text (at the level of stems and 
lemmas) and is language-dependent. Models for the domain detector are generated from the 
texts themselves before extraction of ontological features. The domain detector models are 
SVM models. 

Existing domain detector cluster defined: Islamic, IED, Arts &Cluster, Military, Finance, Food & 
Recipes, Politics, International Politics, Health & Medicine, Physical Sciences, Sports, History, 
Social Issues, IT, Legal, Religion (Except Islam), Terrorism, Tourism and Cyber. 

6.2. Scoring Engine Models  

The scoring engine models are mixed models of centroid and SVM. They are built in clusters 
and categories as seen below 
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Ideological Stream Cluster  Moderate-reformist 

 Khomeinist  

 Jihadi-Salafi  

 Muslim Brotherhood  

 Mainstream  

 Traditional Shiite 

 Wahhabi  

 General Radical  

Document Type cluster  fatwa  

 essay  

 bomb-preparation-instruction  

 essay 

 purchase order 

 technical manual 

 commercial financial report 

 banking document 

 communique  

 blog-posting  

 email 

 news item 

 letter 

 book review 

 financial markets analysis 

 presentation 

Risk/Threat cluster  low-risk-parameter  

 medium-risk-parameter  

 high-risk-parameter  

Sect cluster  (Religion) Shiite 

 Sunni Sect 

 Hindi 

 Buddhist 

 Christian 

 Jewish 

Additional Ideology Tags (to be prepared) Arab Nationalist 

 Christian Fundamentalist  

 Communist-Marxist  

 Neo-Nazism  

 Socialism  

 Hindi Nationalism 

 US-Democrat 

 Secular Palestinian Radical 

 Jewish Fundamentalist  

 Ecologism-Environmentalism  

 Feminism  

 Anarchism  

 US-Republican 

 US-Tea-Party  

Table 2: Scoring Engine 
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The methodology used herein is a mixed model of Centroid, SVM and CRF in which the mixed 
model integrates the features of each which optimize the accuracy of the final model.  
However, the features used are the instances found by the NLP Engine and placed in the DD 
and not the words themselves.  

The categorization Engine operates in two different modes. The first mode is called training, 
which is an offline process of learning the centroid of each category. The second mode is called 
testing, which is the process of taking a plurality of new DDs and outputting the relevance 
categories with confidence scores. 

Training mode - Assume Radical Islam to be an exemplary category. A document in the training 
set is (manually) categorized by its Islam Radicalism in the range 1-9, with 1 for moderate and 
9 for radical. Each element in the ontology is also manually assigned by the same range. The 
Statistical Engine uses a large amount of documents in order to build the requested centroids. 
The documents are first processed by the NL Engine to create their correspond DDs. The DDs 
are input to the training mode and are processed to extract instances vectors in step 402. Each 
DD is considered to be a vector in the ontology elements space. The i-th cell of the vector 
represents some element from the ontology (concept or instance) through the value of its 
tf*idf. The tf*/idf (Term Frequency * Inverse Document Frequency) is calculated in the 
following way: tf – the number of times that the specific element appears in the document. idf 

– it is actually )/log( dfN )/log( dfN  where N is the number of documents in the training-
set and df  is the number of documents in training-set that includes this ontology element. 
tf*idf is the multiplication of tf and idf of the specific ontology element. 

Each vector is then normalized so that it is of the unit length, i.e. 
1v

.
1v

. The vectors 
are then multiplied by the (expert) manually given of the documents they represent. Finally, 
DD vectors are used to build centroids and push them to the centroid database. 

Instances found in the DD also affect their parent concepts in the way that they increment 
their frequencies as if the concept itself was found in the document. This is correct thanks to 
the hierarchical structure of the entire knowledge base.  The centroids are built as follows: 
given a set S of DDs and their vectors, the centroid vector C of the set is defined as  





Sv

v
S

C
||

1
 





Sv

v
S

C
||

1
 

This is actually the average vector of the vectors set. The similarity between a document 
vector and a centroid is computed using the cosine function: 

C
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Cv
Cvsim







*
),(  

C

Cv
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*
),(  

(since 
1v 1v

). A centroid is built for each category and stored in a database. The 
process moves now to the testing mode. 
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The following diagram shows the main steps on the testing mode in the Statistical Engine. In 
essence, these steps combine to form statistical scoring step 206. In this mode, the engine 
works on a given DD and decides which of the centroids is closer to the DD vector. The winner 
centroid is actually the category to which the input document belongs 

402 

Extracting 

Instances Vectors

Document Digests (DDs)

404

Building Centroid

Document Digests

vectors

From ontology

Centroid

Database

 

Figure 1: Main steps on the testing mode (1) 
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Figure 2: Main steps on the testing mode (2) 

 

In a centroid matching step 500, the engine calculates the similarity between each centroid 
and the vector that represents the input DD. The vector is created as described above. The 

similarity is calculated by 
C

Cv
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),(

C
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),(

 (C-centroid, v- DD vector). The 
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centroid that yields the higher similarity value is chosen to be the winner. The similarity results 
of the other centroids are calculated in order to establish the confidence of the declaration of 
the "winner" in step 502.  If the results of the other centroids are closer to the result of the 
winner centroid, the decision is not taken with high confidence. What is actually calculated is 
the difference between the average of the other centroids results and the result of the winner 
centroids. The difference is then checked on a predefined scale to extract a correct confidence 
score in step 504. 

6.3. The Rule Engine 

Having performed the NL analysis, constructed the DD and obtained the category scores, one 
has a pretty good idea on the classification of the input document and on the meaning of the 
relevant parts of the text. Based on this knowledge, it is now possible to perform an additional 
phase of knowledge enhancement, based on rules that try to imitate the human way of 
drawing conclusions and making decisions. This is the task of the rule-based engine. 

The rule-based engine operates on two major components: the rule base and the facts.  The 
facts are actually the DD as well as the various category scores. The rule base is a set of rules, 
each composed of a set of conditions and a set of actions.  

The following diagram shows the steps undertaken in the Rules Engine. In essence, these steps 
combine to form rules-aided DD refinement step 208. As mentioned, every rule includes a set 
of conditions and a set of actions. A condition can refer to the DD or to the array of category 
scores. If the conditions of the rules are satisfied, the rules are executed – namely to enrich 
the DD or even modify the category scores. The main cycle of the rule-based engine operation 
includes scanning the rule base in step 700 and looking for a rule whose conditions are 
satisfied in step 702. When such a rule is found it is executed in step 704 - namely the actions 
in its action set are taken. These actions change the facts structure, so now new rules may be 
applicable. Note that once a rule has been applied, it is removed from the rule base. The 
engine keeps executing this main loop until it finishes a full scan of all the available rules 
without locating an applicable rule, or until it applies a final rule, which includes a halt action.  

700 

Checking for 

Applicable 

Rules

Manual 

Rules

Database

702

Are there any 

rules to 

apply?

yes

704

Execute Rule

no Halt

Document

Digest

 

Figure 3: Steps undertaken in the Rules Engine (1) 
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For example, in order  to detect that the text includes a Fatwa (a legal pronouncement in 
Islam, issued by a religious law specialist – a Mufti – on a specific issue, usually as an answer to 
a question raised by an individual). One option is that the word fatwa, which is mapped to the 
concept $Fatwa, occurs in the text. However, this is not the only option: if one has a high 
confidence that the text deals with Islamic religious subjects, and one detects the format of a 
question followed by an answer, one can determine that the text is a Fatwa with high 
confidence. One therefore defines the following rule, which is applied only on texts that have a 
high relevancy to religious matters, and if the concept $Question exists in the DD, followed by 
the concept $Answer. One also searches for an instance of the Mufti who issued the Fatwa. 

6.4. Automatic Learning  

The component includes elements for automatic expansion of the training set in an offline 
process: 

802

Identifying

New Document

804

Identifying Document 

Categories

808

Comparing to Training-set 

Documents

806

Identifying Document 

Elements

810

Creating a Digest Elements 

List

812

Extending Elements 

Categories

814

Raising Element Scores

Input document

Identified document + categories

Identified document elements + categories

Identified document elements + categories

Identified document

Digest elements list + categories

Extended digest elements + categories

 

Figure 4: Steps undertaken in the Rules Engine (2) 

Upon input of a new document that is not included in the learning set, the system identifies it 
according to criteria already existing as described above. If the document is identified as 
belonging to a certain ideological trend or category identified by the system in a check step 
804, the system stores the elements of the document in step 806 in two ways: as those 
elements already represented in the lexicon and as lexical instances non-included in the 
lexicon. The system then compares the elements stored with those of other documents in the 

http://en.wikipedia.org/wiki/Islam
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learning set that have been previously identified as belonging to the same category in step. 
Based on the results of that comparison, the system then creates a digest of elements (lexical 
instances) which appear with a high frequency in documents of that category but with 
significantly lower frequency in documents which do not belong to that category in step. 

If the elements identified already appear in the ontology but are not tagged as leading to that 
category, they receive an automatic tagging which creates a leaning towards that category. 
This automatic learning process does not tag a document by itself as belonging to a given 
category but will be an added cause for categorization. 

As the given elements appear in more documents which are identified as belonging to the 
same category, the system adds a score which raises the identification of that element as a 
prime identifier of that type of document. For example: The system reads a new document 
which is identified by various reasons as belonging to category A. The digest of the document 
shows that it has the phrase XYZ in it which is a phrase that appears in the lexicon but does not 
have an attribute of leading to that category. In addition, the document has various strings 
that do not lead to lexicon entries (BCD). The system runs XYZ through existing documents 
existing in the learning set and in the set of documents already scanned in that batch and 
checks if XYZ is frequent in documents of that category. The system checks if XYZ and BCD is 
equally frequent in documents of other categories. If the phrase is frequent in documents of 
the particular category but no in others, it is tagged as leading to that category. The more XYZ 
or BCD appears in the context of documents of such a category and not in others, the more the 
certainty that XYZ or BCD is an attribute of that category grows. 

6.5. Automated Testing 

The tests are based on splitting the training set into ten parts, training on 9 and testing on the 
tenth and then changing the order so we have training on all the data and testing on all the 
data but without any of the models deriving from the testing data. The scores reflect the 
precision and recall of the models. 

So for example in the category of ideological stream Jihadi-Salafi which is in the cluster of 
ideology we get the following score: Category: jihadi-salafi:  precision: 0.99327165685449958, 
recall: 0.9625101874490628. This means that 99% of the documents that we said were Jihadi-
Salafi were indeed tagged manually as such, whereas we retrieved only 96% of the texts that 
were tagged - so about 4% of the tagged texts were missed by the platform. 

The following are the results of the scoring engine: 

Cluster: Risk/Threat  

Category: low-risk-parameter precision: 0.73991031390134532 

 recall: 0.90163934426229508 

Category: medium-risk-parameter precision: 0.45662100456621002 

 recall: 0.78125 

Category: high-risk-parameter precision: 0.82499999999999996 

 recall: 0.85436893203883491 

Cluster: Sect  

Category: shiite precision: 0.80000000000000004 

 recall: 0.96385542168674698 

Category: sunni precision: 0.96540362438220761 

 recall: 0.968595041322314 
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Cluster: Risk/Threat  

Cluster: Ideological-Stream  

Category: moderate-reformist precision: 0.26315789473684209 

 recall: 0.83333333333333337 

Category: mainstream precision: 0.7558139534883721 

 recall: 0.89655172413793105 

Category: khomeinist precision: 0.48275862068965519 

 recall: 0.875 

Category: traditional-shiite precision: 0.51282051282051277 

 recall: 0.86956521739130432 

Category: jihadi-salafi precision: 0.86513157894736847 

 recall: 0.89761092150170652 

Category: wahhabi precision: 0.85959885386819479 

 recall: 0.91185410334346506 

Category: muslim-brotherhood precision: 0.68421052631578949 

 recall: 0.88636363636363635 

Category: general-radical precision: 0.87909836065573765 

 recall: 0.96404494382022476 

Cluster: Type  

Category: fatwa precision: 0.80578512396694213 

 recall: 0.8904109589041096 

Category: communique precision: 0.70854271356783916 

 recall: 0.8597560975609756 

Category: essay precision: 0.48442906574394462 

 recall: 0.84848484848484851 

Category: blog-posting precision: 0.53846153846153844 

 recall: 0.95454545454545459 

Category: bomb-preparation-instruction precision: 0.73333333333333328 

 recall: 0.91666666666666663 

Table 3: Risk/Threat list 
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7. Manual Verification by LEAs 

7.1. Objectives  

Objective of the demo: The objective of the demo is to test the methodology of the 
Categorization Module 

7.2. Methodology 

The demo is based on the IntuScan Frontend. It enables the user to view the documents that 
have been categorized and to tag the categorization as valid or not. 

The original texts are analyzed and kept in a database. The user can retrieve all documents 
that fit a given category based on parameter searches in the advanced search. 

The Dashboard view provides a quick snapshot on the analyzed data, including information 
such as the key entities, ideas, and other parameters in the set of documents. 

The Analytics view can create new elements for the Dashboard such as a “concept cloud” a 
“word cloud” pie graphs or line graphs that reflect the changes in parameters over time. 

7.3. Data privacy 

Data are only collected for testing purposes.  

7.4. Expected outcome of the demo 

The expected feedback from the demo testing is: 

To check if the messages with threat score “low” “medium” and “high” risk or the score 
according to “radicalism” and “ideological stream” are correctly categorized and to identify 
both false positives and false negatives. 

7.5. Description  

URL of the demo: http://red.intuview.com/redalert/ 

Each user has received a user name and password. 

Demo projects dashboard – instructions for use of the demo system are in the Help page of 
the system. 

7.6. Demo Test Process 

INT has set up a platform with a regression set of 6843 documents for analysis of the 
classification models. Each LEA and some other partners have received login details to the 
platform. 

The user retrieved from the advanced search all documents that correspond to a certain 
category and will read them to identify whether they indeed correspond to that category. 

http://red.intuview.com/redalert/
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The user created in the Tag Manager tags for the test: “True” (category is correct) “False” 
(category is incorrect) “Not Sure” (the user cannot decide) and if the category is incorrect a tag 
for the correct category. 

Once the user-tester received a set of documents (e.g. search for all documents that are jihadi-
salafi) he recorded the number of documents examined and the number out of that which 
were correct. If they were not correct the tester will identify the “real” category to which the 
text is thought to belong. 

This test was done on all the categories. At the end of the test the LEAs submitted a table with 
the precision they have found in each category. 

The results of the tests are summarised in the table below: INT team analysed the comments 
and summarised the conclusion in the last column from the table. Feedback received is for 
classification model treated in this report (D2.1) and some of the feedback is related to 
identification component that will be covered in D2.3. The suggested improvement will be 
considered as a roadmap for the corresponding component.  
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LEA Functionality/
Section tested 
(completed by 

the LEA) 

Description of the tests executed 
(completed by the LEA) 

Conclusion of the tests 

(completed by the LEA) 

Improvement resulted 

(completed by the INT) 

SPP Language 
recognition 

 

 We tested the application for 
English and Spanish languages  
 

1. We consider a big deficiency the fact that the system 
cannot be used for Romanian language. This feature must 
be developed during the project. 
2. We consider useful and interesting that following the 
introduction of an English/Spanish link, referring to a 
terrorist threat, the application generated a 
comprehensive report, which identified all interest 
organizations, people, feelings, attitudes expressed, 
locations.  
Accessing the links which were generated after queries, 
we were able to make more connections. Also, we 
consider very useful that the system identified various 
connections between different organizations, locations, 
and people. 
3. As regarding the deficiencies, some accuracy problems 
regarding the query response were observed, since the 
system has not generated a complex response and has 
not identified connections between data posted on a 
specific Facebook page, which contained relevant 
terrorist threats. 
4. The tests will continue and feedback will be shared 
with technical partners, especially INT. 
5. SPP will try to help and support if possible, the 
development of Romanian language feature, since from 
our point of view and expectations; this is a very high 
priority. 

The proposal for support by the Romanian partners 
for development of Romanian is waiting for reply. 
Once we receive that support, and in line with the 
rest of the tasks we may approach this issue. 

SPP Upload  1. We appreciate and consider 
very useful and interesting the 
UPLOAD section, where, 
following the introduction of a 
text, a complex report regarding 
the data contained and links were 
created. 
2. We introduced, at the section 
– URL – UPLOAD, a link from an 
English/Spanish Facebook page 
referring to the terrorist threats. 
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LEA Functionality/
Section tested 
(completed by 

the LEA) 

Description of the tests executed 
(completed by the LEA) 

Conclusion of the tests 

(completed by the LEA) 

Improvement resulted 

(completed by the INT) 

SPPS Language 
recognition 
 

1. We have uploaded texts in 
English, Romanian and Russian 
languages. 
 

1. The application processes texts in Russian with 
mistakes (in comparison with English texts). The system 
doesn’t process texts in Romanian. As we have pointed 
out earlier, we expect that the system will process 
Romanian and Russian texts at the same level as it 
processes English texts. 

We are still improving Russian 

SPPS 1. Upload  
 

  The options provided by IntuScan at the Upload section 
are easily operable, allows to see the aggregated entities 
found.  

 

SPPS Search 
2.  

1.We had no difficulties while 
uploading texts (English, 
Romanian, Russian). While 
uploading a URL, the system 
haven’t selected the linked 
article, it copied the entire 
interface of the accessed page. 
2.We have faced difficulties at 
“search” option  

 Whatever the search is, the results/ the matching 
documents are the same (3441 results).  
We don`t see the benefits of using the wildcard search 
(“?” symbol) at the beginning/middle of the word/term. It 
complicates the search.  
When searching with Russian characters, the system 
doesn’t provide the results. 
 

The user did not read the Help – there is no use of 
wildcards in the INT system. The system identifies 
“ideas” and brings any grammatical or semantic 
linked idea. 

SPPS Analytics We have tested the Analytics 
Section 

4. The options Graph and Concept Cloud are operable, in 
comparison with Pie chart, Relation and Correspondence 
options. 
SPPS team continues the tests of the IntuScan platform 
and is willing to support and provide feedback especially 
regarding the processing of Romanian and Russian 
languages. 

 

SO15 Overall look 
and feel 

It is not apparent what this 
dashboard/tool is used for. There 
is no mention/branding or any 
distinctive features which suggest 
what this tool is/does 

 The purpose of the dashboard is to provide a birds-
eye view of the content of the analysed dataset or 
part of it. This shows what are the most 
prominent/popular/unpopular persons, 
organizations, groups, places etc. in the dataset. If 
you create a saved search of a specific sub-set of the 
dataset the dashboard then shows those insights 
regarding the sub-set. The Dashboard is only the 
landing page of the platform. It enables you to search 
in the dataset without actually knowing the exact 
wording of what you are searching for, to see variants 
of the same entity or concept, related concepts or 
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LEA Functionality/
Section tested 
(completed by 

the LEA) 

Description of the tests executed 
(completed by the LEA) 

Conclusion of the tests 

(completed by the LEA) 

Improvement resulted 

(completed by the INT) 

entities, to see the relationships of different types 
and breakdown of different types ordered by various 
criteria. 

SO15  Any other visuals other than pie 
charts e.g. Wordle type clouds, 
SNA/spider diagram formats, 
topological graph of some sort 

 These are in the analytics – you choose the type of 
relationships (e.g. all family relationships between 
persons, all travel relationships between persons and 
places etc.) 

SO15  Rolling feed of important findings 
made by the system? 

 When the system is live it presents the changing 
updates of the dashboard. 

SO15  Notably there will be different 
types of users, e.g. analysts and 
managers will have different 
permissions. Is there a way to 
customise/omit views? 

 This is done at the configuration level. When a system 
is installed at a user’s site, the manager has access to 
the configuration tool. 

SO15  Regarding the graph feature it’s 
unclear who has populated this 
and whether there is any way a 
user can change settings/ graph 
headings or what operational use 
this actually has other than it’s 
interesting to know? 

 The graphs on the dashboard are default. Additional 
graphs may be created and saved to the dashboard 
from Analytics. From that point on – for that user – 
the new graph is constantly updated. 

SO15  Seeing as this is an alerting 
system, where are the 
alerts/notifications? 
For example it would be nice to 
flag up what would be deemed as 
a critical piece of 
information/person of interest 

 Alerts and notifications are part of the final system. 
The platform that was tested for categorization was 
static and not fed regularly and therefore did no 
expose the alert function. 

GUCI Dashboard This is a statistic module with 
information about all 
documentation included in the 
system. 

It can be useful to know the amount of documents of a 
kind included in the system, instead of showing the data 
stored in different folders of the "files" box. 

The data shows the amount of documents of a kind. 
The files box is only for further reference. 

GUCI Language 
recognition 

We tested the application for 
English, Arabic and Spanish 
languages  

1. This application offers interesting functionalities to us. 
Recognition of names, organizations or places in multiple 
languages helps to us to sum up many texts.  
Sometimes it is not capable of extracting entities of the 

This is because of the pre-definitions of concepts that 
we expose. This is fully configurable. The platform 
identifies the entities and the concepts but does not 
clutter the digest that is exposed to the user with it all 
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LEA Functionality/
Section tested 
(completed by 

the LEA) 

Description of the tests executed 
(completed by the LEA) 

Conclusion of the tests 

(completed by the LEA) 

Improvement resulted 

(completed by the INT) 

text, simply the terms appear marked in blue into the 
"text" tab with no correspondence in the "properties" 
tab. 

2. Entity extractor in different languages let us a fast 
understanding of loaded texts. 

3. The application processes text correctly independently 
of the language. 

GUCI Upload  1.We saw a structure that 
previously was created for the 
administrator. 
2. We have tried to upload all 
common formats of documents 
and URL too. 
 
 
 
 
 
3. We have tried to upload news 
url. 

1. We can´t customize the structure of folders available 
for our user.  
 
2.1 Doesn’t allow uploading local folders to server. Only 
can upload files since user's interface. 
 
2.2 We upload a file in pdf format and the "text" tab 
appears empty, however "original" tab let we see pdf 
document in Spanish language. A second try with pdf 
format using an Arabian document works correctly. We 
try uploading a file in text format and result is completely 
different, the "text" tab in Spanish language appears full 
and original tab appears empty. 
3.We have uploaded an url and crawler that works 
properly 

This can only be done on the server side. In a real 
installation both the server and the client are on the 
same side. 
 
This is the mode of a demo. In a regular system the 
admin of a user has access. 
Fixed in an updated version. 

GUCI Section Search We have tested the search 
section using  English,  
Arabic and Spanish  
languages. 

1.It works like expected. We searched for a general term 
and the application gave us documents with related 
specific terms. We can navigate into terms to filter until 
find the document that we are searching for. In this 
search the results include a sentimental analysis. 

2. The saved search function is a good idea, but doesn't 
let edit previous saved searches. 

3. When we use the "?" character in the middle of a word 
to test the search, it doesn't work properly, simply 
doesn’t let push the search button. 

4. We have tested the search using multiple languages 
(include Arabian language) and it works correctly. 

  
 
 
 
 
 
 
 
 
Noted 
Only in a free text search. A regular search does not 
need that. If you look for espana you will also get 
espanol, Espanola etc. 
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LEA Functionality/
Section tested 
(completed by 

the LEA) 

Description of the tests executed 
(completed by the LEA) 

Conclusion of the tests 

(completed by the LEA) 

Improvement resulted 

(completed by the INT) 

GUCI Reports We created a new tag to  
test  this functionality. 

Tags give us a custom categorization of documents but 
we can't search about these terms. 

In the advanced search this exists 

GUCI  We have seen the  
properties tab of a  
document. 

This automatization for the extraction and aggregation of 
entities works fine. It makes it easy. The report tab, that 
is a summary of all process, can not be print.  

There is a small print button for printing the report 

GUCI Analytics We have tested the  
Analytics Section 

It's especially useful the automatic relationship defined 
by this application between entities. The graphic spider 
let see all relations at the same time and includes 
categorizations. 
In this screen we find another part of statistic module. 
Perhaps this part could be in "Dashboard" module 
because both are related. 
Options like "Relation", "Correspondence", "Graph" and 
"Concept Cloud" give us a different vision of information 
and show us that this application is more than a 
documental searcher. 

  

GUCI Entity 
Manager 

We wrote a term in a box  
and the process find  
multiple files 

When we open one of the existing files it happens the 
same thing that we have explained in the previous box, 
the text tab appears full and original tab appears empty. 

Checking that. Would help if you could give us 
specifics on the document that was analysed. If it was 
not a textual pdf there is no text extracted 

GUCI Generals Questions about this  
application 

1. We can’t determinate how the application would 
behave, when we load one million or more documents 
into the knowledge base. 
2. We don't know which the performance requirements 
are. 
3. Can this tool be installed in a server or computer 
without internet connection?  
4. Can all the knowledge base be accessed by other 
methods, like some sql tool? 

We tested it on over 300 million. Behaves well 
 
 
When installed we can set them. They depend on 
usage. 
Yes 

MOPS
-INP 

Section 
UPLOAD - URL 

We tested the section – URL – 
UPLOAD, a link from an 
Arabic/Hebrew Facebook page 
and Internet page 

Facebook URL: We uploaded Facebook url referring 
terrorism threat but it seems like Facebook is not 
supported, We tried several times Without success. 
Internet URL: We uploaded internet page url in Arabic. 
We've received detailed results and a full analysis of the 
page. 

It is possible that the URL from Facebook was blocked 
for automated access. This can be investigated if we 
get the specific URL 
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LEA Functionality/
Section tested 
(completed by 

the LEA) 

Description of the tests executed 
(completed by the LEA) 

Conclusion of the tests 

(completed by the LEA) 

Improvement resulted 

(completed by the INT) 

MOPS
-INP 

UPLOAD 
Section 

1.The UPLOAD section is very 
useful and helpful. We tested the 
links, URL, file ant text. 
 
 
 
2. Uploading texts in Arabic and 
Hebrew was very convenient. 
While uploading an article URL, 
the system copied only the entire 
interface of the accessed page. 

1.We tested an Arabic link referring terror. The 
application generated an Excellent and comprehensive 
report, which identified all the organizations, people, 
opinions, , locations.  
We consider this report very useful.  
Another advantage of the application is by identifying 
various connections between different organizations, 
locations, and people. 
2. This option is easily operable, the user interface is 
friendly. 

 

MOPS
-INP 

Language 
recognition 

 

1.We tested the application for 
English, Hebrew, and Arabic 
languages  

2. We uploaded texts in Hebrew 
and Arabic. 

1. We tested all three languages. The use of the three 
languages was of in high standard 

 

2. The application processes texts in Arabic and Hebrew 
was almost Precise with few mistakes. 

 

MOPS 
- INP 

Search 

 

 The use in the "search" option 
was complicated. 

3. We tried to search in Arabic and Hebrew. We got only 
few and insufficient results.  

The search in the platform we provided allows search 
in English and Arabic -not in Hebrew. We need to get 
the examples to QA it. 

MOPS 
- INP 

Analytics We have tested the Analytics 
Section 

The user interface is accessible and friendly. The analysis 
is in a good standard.  

 

Table 4: LEA’s tests results 
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8. Conclusions 
Classification of very short texts, hybrid language texts, code switching in social media and 
“Twitterish” or “Arabeezi” remains problematic and more research is called for to find means 
to overcome the dearth of features in very short social media texts. One of these methods that 
are being explored is concatenation of texts of a given user in order to create a larger 
document that will have enough features to enable categorization. 

The next step in development will focus on the following functionalities: 

Improvement of language and code switching identification in very short texts. 

Improvement of categorization in very short texts. This is contingent on the data stream and 
ability to link text A that was generated by User X to all the other texts generated by User X. 
The “privacy” constraints have severely restricted this task. 

Another step will be testing the categorization models generated by INT against those 
generated by the other partners using different methodologies in order to finesse the results. 

INT will support the languages resulted as being of interest for LEAs during the first two 
iteration of the project in order that in the pilot phase these futures can be validated by LEAs. 

The feedback from LEAs will be considered as a roadmap for future development of this 
component no later than end of the first Iteration of the project (M14 of the project). 

Development of NLP is dependent on a constant stream of updated data. If the legal 
constraints on collection of real-life data preclude use of such data, the quality of the NLP will 
be degraded. 

 

 


