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1. Executive Summary 

This Work Package deals with an array of NLP tasks: Language Identification, Use of 
Ontologies, and Entity Recognition. These components are all together included under the 
general term of information extraction: and they are interactive: the language identification 
triggers the NLP engine for entity extraction, links the lexemes in a text to ontological 
instances, and is a feature in categorization. The entity extraction relies on ontological 
instances linked to the lexemes in a text in order to arrive at higher accuracy and focused 
identification of entities. The features of the NLP together are part of the features of the 
categorization engine (see report on classification models) for building the statistical vectors. 
These tasks are critical for the project as they are the first building blocks in the process of 
identification of radical and terrorist messages in the Internet. 

For this work package, an extensive terrorism and radicalism ontology has been enhanced, 
building on the core IP of INT. The language identification models remain those used by the 
INT technology. Entity recognition has been re-trained during the project in order to improve 
accuracy. 
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2. Introduction 
This document is a result from the WP2-Social Language Processing, within Task 2.3: Linguistic 
Features Identification. 

2.1. Document Scope 

The purpose of this document is to present the work accomplished within Task 2.3: Language 
Identification, Use of Ontologies, Entity Recognition, Categorization and Use of Rule Engines. 
These components are all together included under the general term of “information 
extraction” the task is necessary to provide basis analysed data to the other engines of the 
platform. 

The document describes the methodology of the development of the components and the 
different components as presented above. 

2.2. Role of the Module 

The role of this module is to implement the NLP functions: to process the unstructured texts, 
to extract linguistic features, to identify entities and ideas, explicit relationships and 
relationships that derive from implicit extra-linguistic knowledge in the ontology, and to map 
sentiment. 

The NLP functions are based on the integration of extra-linguistic knowledge incorporated in 
the ontology and machine learning algorithms along with an extensive customizable rule base 
and sources package. The NLP relies to a certain extent on the categorisation models and 
scoring engine for disambiguation and aggregation of instances discovered in the texts. 

The insights generated by the NLP engine are passed on to the other parts of the RED- Alert 
system as input for other components (SNA, etc.) 
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3. Summary of the Functionalities 

The role of this module is to process the texts and output ontological and linguistic features for 
use in the other modules. 

The models are based on supervised collection of tens of thousands of texts in the following 
languages: English; French; Spanish; Arabic; Urdu; Farsi; Hindi; Indonesian; Russian; Hebrew. 
The texts represent different language registers and styles such as news, correspondence, 
short messages, social media, dark web etc. 

 The texts were manually collected and classified by analysts (language experts) and annotated 
for Entity Recognition models. Language experts annotate the texts and then models are 
processed. During the process, the analysts enrich the ontology to add features from the 
ontology to the Entity Recognition models. 

Code Functional requirement description Comments 

FR9 Text language identification: 

The system is able to identify the language in which a text is 
written. It determines whether the text is in any of the 
languages of interest for the RED-Alert system and which 
among these. 

It is a previous step of 
the application of Deep 
Learning Algorithms, to 
filter messages by 
language. 

FR10 Text language translation: 

The system is able to automatically translate from any of 
the languages of the project to any of the languages of the 
LEAs. 

This functionality is not 
used by the Deep 
Learning Model. 

FR11 Entity recognition: 

Identification, disambiguation, and matching of entities 
(persons, places, organizations, institutions, etc.) from both 
structured and unstructured data sources. This functionality 
should include implementation of name dictionaries with 
name variations, and emoji extraction/recognition. 

Part of the text 
processing before the 
classification in threat 
scores. 

FR12 Entity matching: 

Enables the user to vet, validate, disambiguate, aggregate 
and match person names using cultural-based rules. 

Same comment than 
previous functionality. 

FR14 Relationship analysis: 

Enables discovery of contextual and semantic based 
relations between entities in a text based on the 
statements in the text. These relations may be work-place 
relations, family relations or action-related relations (Y 
works for X or X is CEO of A and Y is employee of A hence Y 
works for X, X is Y’s brother, Y killed Y). 

Not linked to Deep 
Learning Methodology. 

FR15 Sentiment analysis: 

Enables extraction of the specific nuance of sentiment 

Not linked to Deep 
Learning Methodology. 
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Code Functional requirement description Comments 

towards each entity. 

FR16 Short message analysis: 

Ability of the system to analyze short messages (e.g. twitter 
posts). 

A specific part of the 
Deep Learning Model is 
devoted to short texts. 

FR18 Semantic Analysis and Search: 

Allows the user to query the entire system’s knowledge 
base and to find relevant links between internal/external 
entities, ideas, and other relevant information. This also 
enables search for co-references of entities. This 
functionality should include location based search, 
including (if technically feasible) the ability to indicate 
location by searching by means of graphical/map interface 
where the user draws a polygon on a map. 

Not related to Deep 
Learning Methodology. 

The functionalities currently available include: 

 Entity Recognition in the following languages: English, French, Spanish, Arabic, Farsi, 
Urdu, Hindi, Russian, Indonesian. 

 Relationship analysis in: Arabic, English, French, Spanish. 

 Sentiment analysis in: Arabic, English, French, Spanish. 

The following diagram shows the flow of these functionalities within the NLP and classification 
modules. 

 

Figure 1: Full Intuscan process 
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The diagram shows the functionalities of WP2- Social Language Processing in the framework of 
the entire system. These functionalities are included in various stages: data collection, data 
filtering, data enrichment, analytics and statistical modelling. 
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4. Linguistic feature identification presentation 

This component includes the following elements that relate to the general area of Natural 
Language Processing. This includes: 

1. Language identification, including language register identification 

2. Tokenization 

3. Morphological Analysis 

4. Base Phrase Identification 

5. Parts of Speech Identification 

6. Syntactic Analysis 

7. Engines for concatenation of lexical units into larger meaningful units 

8. Linking to Ontological instances 

9. Entity Recognition Analysis, Aggregation and Matching 

10. Relationship Recognition 

11. Name Analysis 

12. Sentiment Analysis 

4.1. Language Identification 

Language identification is performed on the basis of models of n-grams using large corpora of 
texts of different languages. A key challenge in language detection in social media is the 
shortness of the text on one hand and the tendency towards code-switching (using more than 
one language in a short text). The efficacy of the models vis-à-vis this latter phenomenon still 
has to be improved. The following are the languages currently identified. Bengali, Bulgarian, 
Cebuano, Chinese, Colloquial Arabic, Colloquial Arabic (Romanized- “Arabeezi”), Croatian, 
Czech, Danish, Dutch, English, Estonian, Farsi, Finnish, French, German, Greek, Hausa, 
Hawaiian, Hebrew, Hindi, Hungarian, Icelandic, Indonesian, Italian, Japanese, Kazakh, Korean, 
Kurdish, Kyrgyz, Latin, Latvian, Lithuanian, Macedonian, Mongolian, Nepal, Norwegian, Pashto, 
Polish, Portuguese, Romanian, Russian, Serbian, Slovak, Slovene, Somali, Spanish, Swahili, 
Swedish, Tagalog, Turkish, Tweet English, Ukrainian, Urdu, Uzbek, Vietnamese, Welsh, 
Albanian, Amharic, Arabic, Azeri,  Basque. 

4.2. Tokenization and Morphological Analysis 

The purpose of the morphological analyzer is to enable the system to identify the base 
lexemes in the text and link them to the lexicon using algorithms and statistical models for 
morphological analysis, parts of speech analysis, base phrase analysis, and named entity 
recognition.  
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The Morphological Analysis module examines each “word” in the document in order to 
identify each individual lexeme, it's tense, number, and affixes. For example: the words 
“company”, “companies” “company’s” are resolved as: “company”; “company + plural” and 
“company + possessive” respectively. This allows IntuScan™ to find the specific lexemes in the 
lexicon.  

The morphological analyzer in each language is tailored to the idiosyncrasies of each language. 
They are based on tables of lemmas and stems in the language and corresponding tables of 
possible clitics, declension paradigms and agglutinates. The analysis of each input token passes 
through the analyzer and outputs the analysis of the token. 

Parts of Speech Analysis 

This component is based on statistical models that rely on the morphological analysis to 
identify what part of speech the lexeme represents. For example: the word “man” could be a 
noun or a verb (to man the boat). An example of POS analysis is below: 

<token wordIndex="10" index="61" origIndex="61" endIndex="64" str="free" fullStr="free" orig="free"> 
 <pos tag="JJ" bp="NP" head="false" /> 
 <analyses> 
  <analysis lang="English" pos="NN" stem="free"><![CDATA[ [POS:NN, PL:false, STEM:free, 
matchedString:free] ]]></analysis> 
  <analysis lang="English" pos="VBD" stem="free"><![CDATA[ [POS:VBD, VFORM:base-or-pres-not-3s, 
STEM:free, matchedString:free] ]]></analysis> 
  <analysis lang="English" pos="JJ" stem="free"><![CDATA[ [POS:JJ, AFORM:base, STEM:free, 
matchedString:free] ]]></analysis> 
  <analysis lang="English" pos="RB" stem="free"><![CDATA[ [POS:RB, STEM:free, matchedString:free] 
]]></analysis> 
  <analysis lang="English" pos="JJ" stem="free"><![CDATA[ [matchedString:free, STEM:free] ]]></analysis> 
 </analyses> 
</token> 

The output of the morphological analysis and the parts of speech analysis is integrated as 
features in the entity and relationship analysis. 

6

Natural Language Processing (NLP) is the analysis of natural

language to extract grammatical and syntactic features that

enable automated understanding of the text.

Morphological analysis

examines each “word” in

the document in order to

identify each individual

lexeme, it's tense, number,

and affixes.

Syntactic and Parts of Speech analysis

identifies parts of speech and

concatenates lexical units in

the text to larger meaningful units.

Natural Language Processing

 

Figure 2: NLP processing 
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4.3. Ontology 

The Knowledge Base (KB) consists of Ontology and Lexicon packages, statistical models and 
rule bases. In addition, the knowledge base contains “sources” – full documents in which each 
parsed element (article, verse) is linked to one or more ontological instances. 

An ontology is a hierarchal map of concepts and specific instances and their attributes that 
clearly defines each instance and its relationship with other instances. Many expressions in 
different languages can all “mean” the same ontological instance, which, in turn, may be 
linked to different concept parents under different conditions. 

The relationship between an instance and another is through: 

 The hierarchy of the ontology - if instance A and instance B have the same parent or 
grandparent. 

 The attributes - if instance A and instance B have the same attributes or related 
attributes. 

For example:  

 “Al-Fatimayun” and “Lebanese Hezbollah” may be under “Terrorist Organisations” 
along with al-Qaeda and ISIS or they may be under a sub-class of “Shiite terrorist 
organisations”. The closer they are the stronger the relationship.  

 But  Kata'ib al-Imam Ali may also be under the same classes, however, it has an 
attribute of :  _Country-of-origin = Iraq, _Theatre-of-operation = Syria, which puts it in 
the category of Al-Fatimayun more than Lebanese Hezbollah  

The Ontology is domain-specific and language-independent whereas the Lexicons are 
ontology-dependent and language-specific. Lexemes in the text are linked to ontological 
instances. The ontology structure is generally based on OWL but it is a propriety format and 
contains about 1.5 million concepts and instances. Each language has lexicons that correspond 
to ontology packages whereas a lexical entry must have at least one corresponding ontological 
instance in one of the packages and each lexicon entry or combination may be linked to one or 
more ontological instances. The KB can be configured for the client. 

Once the ontological instance is discovered in the text, its relationship with other ontological 
instances is extracted through their hierarchal status in the ontology and their attributes.  

The method of creating a pre-determined ontology may be either manual or automated. 

4.3.1. Manual Ontology Building 

The manual method is based on a propriety tool (Content Manager) which enables the user to 
create ontological packages, concepts, instances, slot attributes and lexical entries and to 
publish them to the system. 

The core ontology of the platform was mainly generated manually with some elements of 
automated building. In the final project in the stage of running the RED-Alert system with LEAs 
(WP7), the automated method may be used to build total new ontologies (example: human 
trafficking, or other areas that are currently not supported fully in the ontology). 

4.3.2. Automated Ontology Building 

The methodology of building an automated ontology is as follows: 
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 Create a training set of documents relating to the chosen domain.  

 Categorization of the documents using distribution codes that served the owners of 
the documents in disseminating them to interested parties or any other codes for 
categorization or filing. For example: if documents were disseminated over a period of 
time to a given sub-body in an organization or to a given file that deals with a given 
subject, those instructions will be transformed into categorization tags that fit the 
subject of that sub-body. This creates a training set of pre-categorized documents. 

 Create a separate training set of documents in the same language of a different or a 
number of different domains. This set will be used to help differentiate between 
documents in the chosen domain and those, which are not in the chosen domain. 

 Apply the NLP engine to the training set of the new domain in order to identify the 
morphological variants of different lexical instances and to normalize them to their 
base stem. (example: draw (cash), drew (cash) draft (of cash) will be normalized to the 
lexical instance of “draw (cash)”) 

 Apply the POS tagger to the training set to identify parts of speech and phrases 
(bigrams and trigrams). 

 Perform the same act on the non-domain training set. 

 Exclude the lexical entries, which have the same or similar levels of frequency in both 
training sets (this will exclude very common entries and linguistic phenomena which 
are not domain specific or are highly ambiguous). 

 Match the lexical instances in the documents with entries in a thesaurus of the same 
language and tag those, which have multiple “parents” in the concepts of the 
thesaurus. (Example: “draw” will appear in the thesaurus under “paint” (i.e. to draw a 
picture) and draft will appear under weather (a draft of wind). Draw will also be linked 
to withdraw which will have, in addition to its financial meaning, a military meaning 
and a social meaning (to withdraw forces” to “withdraw from society”).  

 Link the lexical instances with their parents in the thesaurus (two to three levels 
above). 

 Identify the key “parents” of the lexical instances in the training set as opposed to the 
non-domain training set. 

 Place the parents in the ontology table as “concepts” and sub-concepts and the actual 
words or phrases as instances. 

 Identify those tokens, which occur with high frequency in conjunction with each other 
and link them as phrases.   

 Build the concepts and instances in a hierarchy based on the thesaurus hierarchy. 

 Once we have a statistical “bag of key words” of the training set, we can look for the 
main features of each category in each cluster of documents. These will be the most 
frequent lexical features normalized to their “root” word. 

 The key words now will be analyzed according to thesauruses to find relationships 
between them. This will create a set of words, which can be tagged as “synonyms” 
(according to the thesaurus), antonyms or related words. 



 D2.3: Linguistic feature identification tool 

  Page 14 of 18 

 

This project has received funding from the European Union’s Horizon 2020 
research and innovation programme under grant agreement No 740688  

 

 The synonyms now will be linked to each other as separate lexical instances, which 
lead to an ontological instance. The ontological instance will be the most frequent Key 
Word with additional information, which leads to its place in the thesaurus. For 
example draw = withdraw = pull are synonyms leading to the instance “withdraw-
cash” which appears in the thesaurus under “banking activity” which will then become 
our concept.  

At this stage we already have: 

 A lexicon, which comprises of the key words or phrases, which appear in our domain 
specific training set as distinct from the frequency of their occurrence in the non-
domain, set. If a lexical entry appears in the same frequency (more or less) in the non-
domain set, this may indicate ambiguity or, in any case, less relevance to the domain. 

 Clusters of entries linked together as synonyms which identify the ontological instance 
and clusters which are antonyms of those words (deposit will appear in the thesaurus 
as an antonym of withdraw under the meaning of banking action).  

At this stage, training and testing is performed with manual checks to see if the features of the 
lexicon and ontology really are typical of the training set. 

A second method of ontology enrichment is based on learning from the collected data and 
recycling the information into the knowledge base. This is implemented as follows: 

Once an entity has been identified in IntuScan and is in the DB it is used to identify or 
disambiguate it later in other texts or even re-analyse texts by using that information. This is 
done by: 

 Exporting all entities with information (type, relations etc.) from the db to an xml in 
the format of the kb and adding it as a package that is constantly updated by 
appending new information. Then if an entity was identified in a text and the system 
was rebooted, it will be identified as a known entity. 

 Creating a log of all the changes in the KB; scanning the DB for any original text that 
fits the lexical instances that were added and then changing the DB entry to reflect the 
new information. 

Function for delete or change of the type of any SNER entity: Choose an entity on the 
dashboard or in a digest presenter, choose Entity Type – this changes all the mentions of the 
entity in the DB to the chosen entity type  

4.4. Entity Recognition 

Entity recognition is a key element in the RED-Alert system and is essential in order to go 
beyond general characterization of the social media streams to specific alerts on potential 
risks.  

4.5. Natural Language Processing 

This functionality recognizes analyses and aggregates entities (persons, places, organizations, 
events etc.) through application of statistical algorithms combined with semantic information. 
IntuScan™ not only finds words in the text that represent such entities but resolves 
occurrences (including those written in different writing systems such as Latin, Arabic and 
Cyrillic) that represent the same entity into a single representation, enhances the identification 
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with implicit and contextual information in the text, and performs name analysis based on 
culture-specific naming conventions. IntuScan™ extracts implicit and contextual information, 
such as: ethnicity, gender, affiliations, nicknames, positions, titles and possible relations with 
other identified entities. 

The Named Entity Recognition is based on mixed models (SVM – Centroid – CRF) of annotated 
texts in which each text has been tagged by linguistic experts for entities and sub-entities. 
These entities include: 

 Persons  - Single, the most common person subtype, Plural, names that describe more 
than one person, Acronym, single person acronyms and nicknames (e.g. Little Pete", 
“Fat Albert” & “Chemical Ali”). 

 Locations – geo-political entities (that can be semantically locations or reference to 
organisations such as in “London announced” – London = an organizational entity – 
the government of the UK), facilities, other; 

 Organisations – including Commercial organizations (Google, Ford Motors), Geo-
Political-Entities: (Israel, London, European Union), Government organizations 
(Department of Homeland Security, Chicago police), Non-governmental organizations 
(universities and hospitals, Save A Child Fund, the Republican party, Doctors without 
Borders, company stock symbol (GOOG, FB and APPL), Entertainment (music bands, 
theatres for example “The Beatles” “Big Brother”, Sports Team and organizations, 
Terror organizations; 

 Events - Events can be holidays (Ramadan, Christmas, etc.), sport events (the World 
Cup), meetings, conferences, accidents, terror events and others; 

 Objects - Vehicle types (e.g. Toyota Corolla, Toyota, Mars Rover),  Weapon types (e.g. 
B-52, F-16, AK-47& TNT), Products – Electronics (e.g. Kindle, games, online games, 
pharmaceutical drugs (e.g. Kopakson), food and beverages (e.g. Sprite, Coca Cola 
Zero), Diseases and named medical symptoms (e.g. AIDS, Tuberculosis), Applications 
(e.g. Office), online services (e.g. Google, Hotmail), and algorithms (e.g. Page-rank), 
Indexes (e.g. Dow Jones, Nasdaq), scales (Richter), facilities, storms, books DVDs and 
CDs in object role. 

Other entities are identified by the ontology (ethnicities, titles, currencies, numbers, bank 
accounts, phone numbers, URLS, Email addresses, social media handles etc). 

The platform provides the user with the most useful and correct information from the 
analyzed documents, whether the user was aware beforehand that he needed it or not (i.e. 
not only the known unknown but the “unknown unknown”) The results of the Entity 
Recognition show a high level of total accuracy (a greater amount of information with higher 
precision). The Accuracy is represented by the F-Score which is calculated on the basis of 
Precision (p-Percentage of the results returned by the tool that were correct) and Recall (R-
Percentage of the total number of results that should have been returned that were returned 
by the tool). The F-score is calculated as F = 2*(P*R)/(P+R). The tests are based on the average 
of tests of different types: short texts, long texts, formal, informal, different registers, technical 
etc.The results below are presented against a key provider of entity recognition software to 
the US government – Basis Technologies. 
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ENGLISH IntuScan Basis (Rosette) 

Total Precision  91% 91% 

Total Recall 78% 55% 

F-Score 0.84 0.69 

SPANISH IntuScan Basis (Rosette) 

Total Precision  97% 96% 

Total Recall 89% 58% 

F-Score 0.93 0.72 

ARABIC IntuScan Basis (Rosette) 
Total Precision  96% 79% 

Total Recall 91% 34% 

F-Score 0.94 0.48 

FRENCH IntuScan Basis (Rosette) 

Total Precision  96% 79% 

Total Recall 91% 34% 

F-Score 0.93 0.48 

RUSSIAN IntuScan Basis (Rosette) 

Total Precision  91% 100% 

Total Recall 70% 56% 

F-Score 0.79 0.71 

BAHASA (Indonesian and Malaysian) IntuScan Basis (Rosette) 
Total Precision  98% 55% 

Total Recall 94% 90% 

F-Score 0.96 0.68 

Table 1: F-Score results 

4.6. The Rule Engine 

The Rule Engine operates in two areas: correcting the statistical engine (see D2.1) and in 
adding information to the Natural Language Processing engine. 

The rules that operate on the NLP consist of three key components: 

1. Automata Parser – a rule base that links each lexical token or a consecutive string of 
lexical tokens in the text to an ontological instance or more than one. This 
identification serves as additional information for the NLP engine. For example: in the 
text “Jack London lived in London” the two tokens “London” will receive links both to 
the instance that represents London-city-UK (and London-city-Canada) and to an 
instance of a family name – London. This becomes a feature for both tokens. However 
the first is preceded by the name Jack (linked to both an instance of a utensil and a 
given name. The NLP engine then decided that the former is more likely to be a name 
and the latter a place. 

2. Chartparser – this component creates dynamic (run time) instances from a number of 
consecutive or non-consecutive instances. These create a new complex instance that is 
not in the KB but has been learned by the system. For example: if we find in a text the 
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serie of tokens – “the Deputy Secretary General of the United Nations, Jan Eliasson” 
the Chartparser creates an instance of a Political person with the attributes _Position = 
Deputy Secretary General, _Name Given-name = Jan, Family-name=Eliasson, 
_Ethnicity= Scandinavian _Organisational-affiliation= United Nations _Date of 
positions = date of text 

3. Disambiguation rules – determine in case of conflicting identification of tokens which 
has higher confidence.  
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5. Conclusion 

 

The NLP functions of the platform output a wide range of linguistic features to be exploited in 
the processes of the other components of the system. It remains to be decided whether other 
components will generate their own features independently or use the common ontological 
features generated by the INT component. A decision must be made also whether the features 
used by the other components will be the raw linguistic features generated by the INT 
component or the ontological features. The latter will enable a more robust common 
denominator between all components and will enable cross-linguistic normalization. 


