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1. Executive Summary 
 

This deliverable provides details of the Semantic Multimedia Analysis (SMA) Tool design and 
operations. Multimedia is extensively used in social networks nowadays and is gaining 
popularity among the users with the increasing growth in the network capacity, connectivity, 
and speed. Moreover, affordable prices of data plans, especially mobile data packages, have 
considerably increased the use of multimedia by different users. This includes terrorists who 
use social media platforms to promote their ideology and intimidate their adversaries. It is 
therefore very important to develop automated solutions to semantically analyse given 
multimedia contents. The SMA Tool is developed to provide following functionalities to the 
RED-Alert architecture: 

1. Separation of audio elements into speech, music and events (such as gunfire, 

explosions, crowd noises),  

2. Extraction of speech audio for input into speech to text engines, and  

3. Extraction and identification of image and video scene elements such as logos, flags, 

weapons, faces. 

We conducted a thorough state of the art review of existing multimedia analysis libraries that 
provide these required functionalities. The results of this tool are sent to the other key 
components of the project such as Natural Language Processing (NLP) and Complex Event 
Processing (CEP). 

The SMA Tool is currently supporting 8 of the 10 languages identified by the LEAs as high 
priority. It will support 2 additional languages (Hebrew and Ukrainian) towards the end of 
2018. A total of 7 functional requirements of the RED-Alert solution is addressed by the SMA 
Tool as listed in Section 3. This is a technical document that covers the design details of the 
SMA Tool and provides its installation details and dependencies. 
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2. Introduction 
 

This document is the deliverable of Task 2.4: Implement audio, image and video feature 
extraction of the RED-Alert Project; it describes the use and technical details of the Semantic 
Multimedia Analysis (SMA) tool (D2.5: Multimedia extraction tool). This deliverable is part of 
Work Package 2-Social Language Processing and is intended to extract useful information from 
the analysis of multimedia files. This analysis will produce output which will be used by various 
other element of the RED-Alert architecture: 

 Textual transcriptions of written / spoken content in images / video / audio streams. 

This output will be passed to the natural Language Processing (NLP) elements of the 

project (Work Package 2). 

 Detection of object in images / videos (e.g. guns, flags). This information will be used 

by the Complex Event processing (CEP) module (Work Package 4). 

 Detection of audio events in audio stream (e.g. gunshots, explosions). This information 

will also be used by the CEP module. 

Additional data from the multimedia file (metadata etc.) may find use in the Social Network 
Analysis (SNA) module (Work Package 3). Objects detected in image / video files can enrich the 
SNA analysis through providing additional labels to social network nodes / groups of nodes. 
The transcription of text, after passing through NLP, can also be used in SNA similar to other 
textual elements of other social media streams. In the next iteration of the project this analysis 
might be enhanced with new findings after the integrated flow is implemented and further 
tests executed.  

2.1. Methodology 

In developing the SMA tool various requirements had to be met; the first being the list of 
languages which must be supported by the speech / written text transcription elements. This 
list comprises 10 languages as follows: 

1. English 

2. Arabic 

3. Russian 

4. French 

5. Spanish 

6. Hebrew 

7. Romanian 

8. German 

9. Ukrainian 

10. Turkish 
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The SMA tool has been developed to balance the use of the state of the art1 analysis methods 
(detailed in section 4), development time, and the support of these languages. Where open 
source, state of the art, libraries exist (e.g. Detectron [1], a library which implements the 
current state of art object detection methods) are available, these have been incorporated. 
While in other instances, commercial solutions have had to be purchased in order to support 
the requirements of the project (e.g. the VoxSigma tool used for speech transcription [2]).  

For training / refinement of the SMA tool, an iterative approach has been used. This allows for 
the development to happen in prototype versions which are then iteratively developed 
following testing and feedback.  

Currently the SMA tool has been developed on a small corpus of training and example data 
(100 audio files, 4 videos, 300 manually segmented training images (using the Annotool see 
section 5) and 10,000 synthetic images (see section 4.4.4.3). The following iterations of the 
SMA tool will be trained and developed using a larger corpus of training data and thus the 
overall accuracy of the segmentation and audio to test outputs be fully evaluated and 
improved.     

2.2. Document Structure 

This document has three main sections. In Section 3 the functionalities required of the SMA 
tool are listed. Section 4 then covers the usage and design of the SMA tool in detail, as follows: 

 Section 4.1 provides an overview of the architecture of the tool and its main features. 

 Section 4.2 details the software dependencies of the tool as well as instructions for 

building it from source. 

 Section 4.3 describes how the tool is used and details the format of the inputs and 

outputs. 

 Section 4.4 describes the analysis algorithms applied by the tool. Discussing the state 

of the art in brief detail. 

Section 5 then covers an additional tool developed as part of the work on the SMA tool. This 
tool (Annotool) is a utility for annotating images to create datasets for training object 
detection networks. This section details how the build the application (Section 5.2) and how to 
use it to create a dataset (Section 5.3). 

Finally the document is concluded in Section 6, summarising the functionality provided by the 
content of this deliverable. 

                                                           
1 In this context “start of the art” refers to the current state of academic knowledge: the most recently 
published work / techniques in this field. 
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3. Summary of the Functionalities 
 

Code Functional requirement 
description 

Comments 

FR32.  Spoken language 
identification & 
segmentation 

Full speaker diarisation, and subsequent language 
identification is performed using the VoxSigma tool. 

FR33.  Voice extraction (voice to 
text) 

Automatic speech recognition is applied to the 
segmented audio, again using the VoxSigma tool. 

FR34.  Sound event detection Audio events are detected using machine learning 
techniques, as discussed in Section 4.4.6. 

FR35.  Location detection from 
background noise 

This would be a nice to have functionality, however: 

 It is not clear that it is scientifically possible; i.e. 
whether background noise have such clear and 
distinguishable characteristics to be identified; 

 A solution to address this issue may be relevant, 
but its technological maturity would be low, 
meaning a lot of effort would have to be 
dedicated to it with very uncertain results. 

The final decision regarding implementation and 
feasibility of FR35 will be concluded in next iteration 
(Iteration 2) based on researches of the relevant 
technologies, constraints and analysis/discussions with 
LEAs. 

FR36.  Detect faces in 
pictures/videos 

Faces are detected using Haar Cascades, as discussed in 
Section 4.4.2. 

FR37.  Detect items in images The tool currently detects the following objects: the ISIS 
Flag, firearms, people, cars, trucks, aeroplanes, buses, 
motorcycles, the tawhid hand gesture, laptops, 
suitcases, backpacks and cell phones. Full discussion of 
this is given in Section 4.4.3. 

FR38.  Recognize written text in 
images/videos 

Text is extracted from image/video content using the 
techniques discussed in Section 4.4.4. 
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4. Component Presentation 

4.1. SMA Tool Overview 

The Semantic Media Analysis (SMA) Tool’s purpose is to extract meaningful information from 
multimedia content taken from social media. Five distinct tasks have been identified, as 
follows: 

1) Segmentation of audio streams, identifying sections of speech. 

2) Transcription of the segmented speech sections using an Automatic Speech 

Recognition (ASR) engine. 

3) Detection of sound events within audio streams, such as gunfire, explosions, crowd 

noise, etc. 

4) Extraction and identification of objects, such as logos, flags, weapons, faces, etc., 

within image and video scene elements.  

5) Extraction and transcription of text elements in image and video elements. 

Additional to these tasks is the means of retrieving the multimedia data, converting it to a 
uniform format and delivering the analysis results. The extraction of semantic information is 
the third of four stages the tool will perform. All four stages are as follows: 

1) Input: Retrieval of multimedia files from disk or URL. 

2) Stream Separation: Extraction of audio/video streams in multimedia files. 

3) Feature Analysis: Semantic analysis of audio/image content. 

4) Output: Compilation of results in a uniform JSON format. 

Figure 1 shows a system diagram for the entire SMA tool, including suggested software 
implementations for each of the tasks and their relevant licence information.  

 

Figure 1 : SMA Tool System Diagram 

4.2. Build / Installation Details 

This section details the process of building the SMA tool from source. The source files are 
stored in a git repository, accessible at https://git.siveco.ro/red-alert-project/sma-tool.git. The 
source files for the SMA tool are located within the SMA Tool directory within this repository. 

https://git.siveco.ro/red-alert-project/sma-tool.git
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4.2.1. Dependencies 

The SMA tool has been developed on (and is intended to be run on) a Linux system. Several of 
the open source libraries used only provide support for Linux, porting these libraries to other 
operating systems is outside the scope of this deliverable. There are numerous software 
dependencies which must be in place prior to building the tool; these are listed in Table 1. 

N
o 

Dependen
cy 

Version Licence Link 

1 libcurl >7.59.0 MIT https://curl.haxx.se/libcurl/ 

2 pugixml > 1.9 MIT https://pugixml.org/ 

3 FFmpeg >3.2.4 GPLv2/LGPLv2.1 https://www.ffmpeg.org/ 

4 OpenCV >3.1.0 3 clause BSD https://opencv.org/ 

5 Caffe2 >0.8.1 Apache https://caffe2.ai 

6 Detectron Most 
Recent 

Apache https://github.com/facebookresearch/Detectr
on 

7 libsndfile >1.0.26 LGPLv3 www.mega-nerd.com/libsndfile 

Table 1: SMA Tool Software Dependencies 

4.2.1.1 libcurl 

libcurl is a C language library for client side URL transfers, supporting multiple networking 
protocols. Within the SMA tool it is used for downloading multimedia files via their URLs. Most 
modern Linux distributions should include libcurl within their package manager. For example, 
on Ubuntu systems it can be install by running the following command from the terminal: 

 

$ sudo apt-get install libcurl4-openssl-dev 

 

4.2.1.2 pugixml 

pugixml is a C++ library for parsing and serialising XML. The SMA tool uses it for parsing the 
speech segmentation and transcription results produced by VoxSigma. On Ubuntu the pugixml 
library can be installed via apt-get: 

 

$ sudo apt-get install libpugixml-dev 

 

4.2.1.3 FFmpeg 

FFmpeg is a set of software libraries and command line tools for encoding, decoding and 
transcoding multimedia files. The SMA tool requires the ffmpeg command line utility to be 
installed on the system in order to extract audio streams from video files. On Ubuntu systems 
this tool can be installed using the following command: 

 

 

$ sudo apt-get install ffmpeg 

 

https://curl.haxx.se/libcurl/
https://pugixml.org/
https://www.ffmpeg.org/
https://opencv.org/
https://caffe2.ai/
https://github.com/facebookresearch/Detectron
https://github.com/facebookresearch/Detectron
file:///D:/AppData/Local/Microsoft/Windows/INetCache/Content.Outlook/AppData/Local/Packages/Microsoft.MicrosoftEdge_8wekyb3d8bbwe/TempState/Downloads/www.mega-nerd.com/libsndfile
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4.2.1.4 OpenCV 

OpenCV is a C++ library for image processing. The SMA tool uses it for face detection as well as 
the extraction and processing of frames from video files. On Ubuntu OpenCV can be installed 
using apt-get as follows: 

 

$ sudo apt-get install libopencv-dev 

 

4.2.1.5 Caffe2 

Caffe2 is a C++/Python framework for deep learning. In the SMA tool it is used alongside 
Detectron (Section 4.2.1.6) for detecting objects in image/video content. Instructions for 
building and installing Caffe2 from the source files can be found on their website here: 

https://caffe2.ai/docs/getting-started.html?platform=ubuntu&configuration=compile 

4.2.1.6 Detectron 

Detectron is a Python library which uses Caffe2 for training and running object detection 
networks. This is the tool used for training the object detection networks used by the SMA 
tool. Instructions for installing Detectron can be found on GitHub: 

https://github.com/facebookresearch/Detectron/blob/master/INSTALL.md 

4.2.1.7 libsndfile 

libsndfile is a C library for reading and writing audio files, supporting multiple standard 
formats / codecs. In the SMA tool this is used to reading and writing audio files as part of the 
audio segmentation process. On Ubuntu systems libsndfile can be installed using apt-get:  

 

$ sudo apt-get install libsndfile1-dev 

 

4.2.2. Build Instructions 

Once all of the prerequisites (listed in Section 4.2.1) are in place, building the SMA tool can be 
done using the Makefile in the SMA Tool directory. To run the build simply change directory 
into the SMA Tool directory: 

 

$ cd SMATool 

 

And then run the make command: 

 

$ make –j $(nproc) 

 

In order for the build to run you will need to have g++ (the gcc C++ compiler) and the make 
utility installed. On Ubuntu these are both part of the build-essential package: 

 

 

$ sudo apt-get install build-essential 

https://caffe2.ai/docs/getting-started.html?platform=ubuntu&configuration=compile
https://github.com/facebookresearch/Detectron/blob/master/INSTALL.md


 D2.5 – Semantic Multimedia Analysis Tool 

  Page 14 of 44 This project has received funding from the European Union’s Horizon 2020 
research and innovation programme under grant agreement No 740688  

 

Once the build is complete the compiled executable should be in the “bin” directory, from the 
rout of the git repository this is “SMAtool/bin/SMATool”. 

4.3. Usage 

The SMA tool is run from the command line. From within the same directory as the 
executable, it is run using the following syntax: 

 

$ ./SMATool [options] input-files 

 

Where input-files are a list of multimedia files to analyse and [options] is a series of option 
flags controlling the types of analysis applied. By default, if no analysis options are provided, all 
analysis methods which apply to the type of media provided will be applied. The types of input 
file which can be processed are given in Section 4.3.1, while the available analysis options are 
documented in Section 4.3.2. 

4.3.1. Inputs 

The SMA tool can process files which are stored locally or can optionally download media from 
a given URL. Currently the tool recognises the media format and type (audio/image/video) 
from its file extension, currently supported extensions are as follows: 

 Audio File Extensions: .wav, .ogg, .mp3, .aiff, .flac 

 Image File Extensions: .bmp, .jpeg, .jpg, .png, .tiff, .tif, .JPEG 

 Video File Extensions: .avi, .mp4 

Multimedia files are simply passed to the tool as command line arguments. For example, to 
run all applicable analysis methods on a local file stored at “/TerrorFiles/Terrorism.mp4”, one 
would use the command: 

 

$ ./SMATool /TerrorFiles/Terrorism.mp4 

 

To inform the tool that the argument represents a multimedia file which needs to be 
downloaded prior to processing, simply prepend the files URL with the string “url:”. For 
example, to analyse the file found at the URL “http://www.dodgyterrorsite.net/Video1.avi”, 
run the command:  

 

$ ./SMATool url:http://www.dodgyterrorsite.net/Video1.avi 

 

Multiple input files can be given in the same command, so to analyse both of the above files at 
once, one would run: 

 

$ ./SMATool /TerrorFiles/Terrorism.mp4 url:http://www.dodgyterrorsite.net/Video1.avi 

 

Files which have spaces in their names must have these spaces properly escaped when being 
passed as command line options. This is done by placing backslash, “\”, characters before each 
space. To analyse the file “ISIS Song.wav” one would use the command: 

 

$ ./SMATool ISIS\ Song.wav 
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4.3.2. Command Line Options 

Additional command line options can be passed to select the type of analysis applied to the 
input files. These options are each single character flags and are distinguished by a prepending 
“-“character. A full list of options is given in Table 2. 

Option Usage Behaviour 

-a -a 
Apply all analysis options. This is the default if no other 
analysis options are specified. 

-d -d<threshold> 

Run object detection on images and video frames. An 
optional argument <threshold> sets the detection 
threshold. Objects detected with a confidence greater that 
<threshold> will be included in the output. <threshold> 
should be a number in the range [0.0, 1.0]. 

-e -e Detect events in audio streams. 

-f -f Detect forward facing faces in images and video frames. 

-h -h Display help information and then exit. 

-j -j <nJobs> 

Set the maximum number of concurrent jobs. The tool will 
process <nJobs> input files concurrently. If this number is 
greater than that which can be supported by the hardware 
(or this option isn’t used), the tool will use as many 
concurrent threads as the hardware supports. 

-l -l <language> 

Set the default language for speech transcription. If the 
language identification fails, the system will use this 
language for speech transcription. If this option is not used 
the tool will default to English (eng). 

-p -p Detect profile faces in images and video frames. 

-t -t <user:password> 
Transcribe speech in audio streams. This option requires 
login details for VoxSigma to be passed as the username 
and password separated by a comma. 

-v -v 
Visualise object detection results. Specifying this option will 
create annotated images showing the objects detected in 
images and video frames. 

Table 2: Command Line Options for the SMA Tool Executable 

For example, is one wanted to detect all faces (front facing and in profile) and transcribe any 
speech in the video file “Terror.mp4”, one would run the command: 

 

$ ./SMATool –f –p –t me:mypassword Terror.mp4 

 

4.3.3. Output Format 

The SMA tool produces standard JSON formatted output for all types of multimedia input. A 
separate .json file is produced for each multimedia file processed. This file’s name is simply the 
name of the original file with “.json” appended to it. For example, the output for the input file 
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“AK-47.jpg” would be called “AK-47.jpg.json”. These output files are written into the directory 
from which the SMATool executable was run. 

All JSON output has two fields in common. These are: 

 “file_name”: The name of the file that the analysis results apply to. 

 “media_type”: The type of media the input file represents (“audio”, “image or 

“video”). 

JSON output for each of the supported media type have further fields which describe the 
results of the analysis which apply to that type of media. The following subsections provide 
details of the JSON format used for each type of input file: audio files in Section 4.3.3.1, image 
files in Section 4.3.3.2 and video files in Section 4.3.3.3. 

4.3.3.1 Audio Files 

Two types of analysis can be applied to audio content analysed by the SMA tool. These are 
speech transcription (conversion of spoken content to text) and audio event detection 
(detection of sound events, e.g. gunshots / explosions). Each of these types of analysis adds 
specific fields to the output JSON described in this section. 

 The speech transcription process applied by the SMA tool is split into three stages: 

 Speaker Diarisation: Segmentation of the audio into phrases spoken by individual 

speakers. At this stage the gender of each speaker is also determined. 

 Language Identification: Identifying the language of each of the phrases segmented 

during diarisation. 

 Automatic Speech Recognition (ASR): Transcription of the phases into text. 

Audio streams are cut into segments, each of which has an associated speaker, language and 
transcription. Two classes, “speaker” and “speech_segment”, are defined for use in the JSON 
output. Their field are as follows: 

 speaker 

o “id”: A unique integer id, identifying the speaker. 

o “gender”: The gender of the speaker. 

 speech_segment 

o “start_time”: The time in the audio stream at which the speech segment 

begins, measured in seconds. 

o “duration”: The duration of the speech segment in seconds. 

o “language”: The language in which the segment is spoken. 

o “language_confidence”: The confidence score of the language identification, a 

number in the range [0.0, 1.0]. 

o “speaker_id”: The integer id of the speaker who spoke the segment. 

o “transcription”: A string containing the transcription of the segment. 

o “transcription_confidence”: The confidence score of the speech transcription, 

a number in the range [0.0, 1.0]. 
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For the audio event detection the “audio_event” class is used, comprising the following fields: 

 “timestamp”: The time in the stream at which the event occurs, measure in seconds. 

 “category”: The type of sound event, e.g. “explosion”. 

The output JSON for an audio file input then contains the following fields: 

 “duration”: The duration of the entire audio stream in seconds. 

 “speakers”: An array of “speaker” objects containing details of each of the unique 

speakers. 

 “speech_segments”: An array of “speech_segment” objects containing details of each 

of the speech segments. 

 “audio_events”: An array of “audio_event” objects listing the audio events that occur 

in the stream. 

Listing 1 shows an example JSON output after applying speech transcription and audio event 
detection analysis to an audio file. 

{ 

 "file_name": "TerroristConversation.wav", 

 "media_type": "audio", 

 "duration": 2.3, 

 "speakers": [ 

  { 

   "id": 0, 

   "gender": "male" 

  }, 

  { 

   "id": 1, 

   "gender": "female" 

  } 

 ], 

 "speech_segments": [ 

  { 

   "start_time": 0.0, 

   "duration": 1.3, 

   "language": "eng", 

   "language_confidence": 0.9, 

   "speaker_id": 0, 

   "transcription": "Shall we do some terrorism?", 

   "transcription_confidence": 0.86 

 

  }, 

  { 

   "start_time": 1.5, 

   "duration": 0.7, 

   "language": "eng", 

   "language_confidence": 0.95, 

   "speaker_id": 1, 

   "transcription": "Of course!", 

   "transcription_confidence": 0.99 

  } 

 ], 

 "audio_events": [ 

  { 

   "timestamp": 2.2, 

   "category": "explosion" 

  } 

 ] 

} 

Listing 1: Example Output JSON for the Analysis of an Audio File 
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4.3.3.2 Image Files 

The analysis applied to images identifies and locates objects within an image. Locations within 
images are specified using rectangular bounding boxes which represent the smallest rectangle 
which encloses the object. In the output JSON these bounding boxes are described using a 
“bounding_box” class which comprises the following fields:  

 “height”: The height of the bounding box in pixels. 

 “width”: The width of the bounding box in pixels. 

 “x”: The x coordinate of the top left corner of the bounding box in pixels. 

 “y”: The y coordinate of the top left corner of the bounding box in pixels. 

In image processing image coordinates are measure from the top left corner, so increasing x 
coordinates more rightwards across the image, while increasing y coordinates move 
downwards. 

Each object identified within an image is represented using the “object” class in the output 
JSON. This class is described using the following fields: 

 “bounding_box”: A bounding box object describing the size and location of the object 

in the image. 

 “category”: A string describing the type of the object. 

 “confidence”: The confidence score measuring the detection accuracy, a number in 

the range [0.0, 1.0]. 

The output JSON for an image file is comprised primarily of an array of these “object” objects, 
in the field “objects”. Listing 2 shows an example JSON output for an image file. 

{ 

 "file_name": "TerroristImage.jpg", 

 "media_type": "image", 

        "objects": [ 

  { 

   "bounding_box": { 

    "height": 249, 

    "width": 175, 

    "x": 424, 

          "y": 2 

   }, 

   "category": "person", 

   "confidence": 0.998 

  }, 

  { 

   "bounding_box": { 

    "height": 201, 

    "width": 388, 

    "x": 23, 

          "y": 154 

   }, 

   "category": "isis flag", 

   "confidence": 0.878 

  } 

 ] 

} 

Listing 2: Example Output JSON for the Analysis of an Image File 
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Figures Figure 2 and Figure 3 show some example output from the SMA tool when run on real 
images. The annotated pictures are produced by supplying the “–v” argument when running 
the SMA tool. 

{ 

  "objects": [ 

    {"bounding_box":  

      {"height": 348, 

       "width": 215, 

       "x": 107, 

       “y": 0}, 

     "category": "isis flag", 

     "confidence": 0.999}, 

    {"bounding_box":  

      {"height": 303, 

       "width": 206, 

       "x": 396, 

       "y": 183}, 

     "category": "person", 

     "confidence": 0.999}, 

    {"bounding_box":  

      {"height": 83, 

       "width": 41, 

       "x": 515, 

       "y": 82}, 

      "category": "tawhid", 

      "confidence": 0.997} 

  ] 

} 

Figure 2: Example Image Analysis Output 

{     

  "objects": [ 

    {"bounding_box":  

      {"height": 115, 

       "width": 80, 

       "x": 101, 

       "y": 85}, 

     "category": "gun", 

     "confidence": 0.999}, 

    {"bounding_box":  

      {"height": 87, 

       "width": 129, 

       "x": 144, 

       "y": 50}, 

     "category": "isis flag", 

     "confidence": 0.993}, 

    {"bounding_box":  

      {"height": 129, 

       "width": 99, 

       "x": 47, 

       "y": 49}, 

     "category": "person", 

     "confidence": 0.998} 

  ] 

} 

Figure 3: Example Image Analysis Output 

4.3.3.3 Video Files 

The JSON output for a video file is a combination of the output for audio and video files. The 
video content of the file is split into frames, each of which is treated as an image. Each “frame” 
object has an array of “object” objects describing the content of that frame. Each frame of 
interest in a video is stored in an array in the field “frames” of the output JSON. Listing 3 shows 
an example JSON output for a video file. 
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{ 

 "file_name": "TerroristVideo.mp4", 

 "media_type": "video", 

 "duration": 301.672, 

 "frames": [ 

  { 

   "objects": [ 

    { 

     "bounding_box": { 

      "height": 249, 

      "width": 175, 

      "x": 424, 

            "y": 2 

     }, 

    "category": "person", 

    "confidence": 0.97 

    }, 

    { 

     "bounding_box": { 

      "height": 58, 

      "width": 234, 

      "x": 415, 

            "y": 20 

     }, 

    "category": "gun", 

    "confidence": 0.74 

    } 

   ], 

   "timestamp": 10.22 

  }, 

  { 

   "objects": [ 

    { 

     "bounding_box": { 

      "height": 233, 

      "width": 123, 

      "x": 143, 

            "y": 60 

     }, 

    "category": "person", 

    "confidence": 0.94 

    } 

   ], 

   "timestamp": 11.98 

  } 

 

 ], 

 "speakers": [ 

  { 

   "id": 0, 

   "gender": "male" 

  }, 

  { 

   "id": 1, 

   "gender": "female" 

  } 

 ], 

 "speech_segments": [ 

  { 

   "start_time": 10.54, 

   "duration": 1.5, 

   "language": "eng", 

   "language_confidence": 0.99, 

   "speaker_id": 0, 

   "transcription": "Look at my nice gun!", 

   "transcription_confidence": 0.74 

 

  }, 

  { 

   "start_time": 12.03, 

   "duration": 1.2, 

   "language": "eng", 
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   "language_confidence": 0.55, 

   "speaker_id": 1, 

   "transcription": "That’s a nice gun!", 

   "transcription_confidence": 0.98 

  } 

 ] 

} 

Listing 3: Example Output JSON for the Analysis of a Video File 

4.4. Technical Details 

4.4.1. ASR 

In order to support the 10 languages require by the Red-Alert project, a commercial solution 
for the speech processing components was chosen. That chosen is Vocapia’s VoxSigma [2], 
which is used for audio segmentation, language detection and speech transcription. 

Several state of the art libraries were reviewed as part of this selection process, listed in Table 
3. Two principals were used in the selection of an implementation. 

1. The support of all languages required by the project. 

2. The ability to be run offline, without having to send data to a 3rd party web API. 

Solution  Platform Interface Licenc
e 

Languages 

CMUSphinx  

https://cmusphinx.github.io/ 

All Offline: 
C/Java 

BSD 
Like 

English (US and 
Indian), Greek, 
German, French, 
Dutch, Spanish, 
Italian, Mandarin, 
Hindi, Kazakh, 
Russian 

Kaldi http://kaldi-asr.org/ Linux / 

Mac OS 

Offline: 
C++ 

Apach
e 

US English, 
Mandarin 

Vocapia VoxSigma  

http://www.vocapia.com/ 

voxsigma-speech-to-text.html 

Linux Offline: 
C++/CLI 
Tools 
Online: 
Web API 

Propri
etary 

English (US and 
UK), Arabic, Dutch, 
Finnish, French, 
German, 
Greek, Italian, 
Latvian, 
Lithuanian, 
Mandarin, Polish, 
Portuguese,  
Romanian, Russian, 
Spanish, Turkish 

Nuance Dragon 

 https://www.nuance.com/ 

dragon/for-developers/ 

Window
s 

Offline: 
Unknown 

Propri
etary 

Unknown 
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Table 3: Available ASR Libraries / Services 

As evidenced by Table 3, the VoxSigma software is the only implementation which satisfies 
these two criteria. It is possible that models could be trained for the open source libraries 
mentioned, but this requires specialist knowledge in the languages required and considerable 
development / computing time to achieve. This is not feasible within the timescale of the Red-
Alert project. 

4.4.2. Face Detection 

The SMA tool uses a Haar-like feature based cascade classifier to detect both frontal facing and 
profile faces in images. This technique was originally proposed by [3] and has since become a 
well established technique for implementing face detection algorithms. In the SMA tool, Haar 
cascades are used as a supplementary feature to implement simple face detection. More 
advanced techniques are implemented in the object detection element (Section 4.4.3), which 
can also be used to detect people / faces. 

 Haar-like features are calculated by finding the difference in average pixel intensity between 
two or more adjacent rectangular regions of an image. Different arrangement of rectangular 
regions can be used to find certain image elements. Figure 4 shows four different Haar-like 
features which can be used to detect edges and lines.  

dragon-software-developer-
kit.html 

Google  

https://cloud.google.com/speech/ 

Cloud Online: 
Web API 

Propri
etary 

110 Languages 

IBM Watson 
https://www.ibm.com/ 

watson/services/speech-to-text/ 

Cloud Online: 
Web API 

Propri
etary 

Arabic, English, 
Spanish, French, 
Brazilian 
Portuguese, 
Japanese, 
Mandarin 

HTK http://htk.eng.cam.ac.uk/ All Offline: C Not 
allowe
d to 
redistr
ibute 

Train your own 
models 

Mozilla Deep Speech 
https://github.com/ 

mozilla/DeepSpeech 

All Offline: 
Python 

Mozill
a 

Train your own 
models 

Sakhr Speech Technologies 

http://www.sakhr.com/ 

index.php/en/solutions/ 

speech-technologies 

Window
s  

Offline: 
Unknown 

Propri
etary 

Arabic (Gulf, 
Levant, Egyptian) 
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(a) Horizonal Edge (b) Vertical Edge (c) Horizonal Line (d) Vertical Line 

Figure 4: Haar-Like Features 

To calculate a Haar-like feature, the associated mask (those shown in Figure 4) is positioned at 
some location in the image being analysed. The average pixel intensities below the white and 
black regions of the mask are then calculated. The Haar-like feature is the difference between 
these two average pixel intensities. A large feature value indicates the existence of that image 
element at that position; while a small feature value indicates there is no element of that type 
present. The mask is “slid” across them image at different scales to test for the presence of the 
element at different locations and sizes in the image. 

Certain patterns in human faces allow for Haar-like features to be used as a method to detect 
them. For example: 

 The horizontal region across the eyes is typically darker than the horizontal region just 

below which contains the top of the cheeks and nose. 

 Similarly the forehead region is typically lighter than the eyes. 

 The eyes are typically darker than the bridge of the nose which sits in-between them. 

Some of these patterns are illustrated in Figure 5. Note how the masks from Figure 4 are seen 
positioned over portions of the image for which the difference in average pixel intensity 
between the black and white regions is maximised. 

 

Figure 5: Haar-Like Features used in Face Detection  [4] 

To detect particular objects (such as faces) using Haar-like features, a cascade of classifiers is 
trained using a set of positive and negative training images which (those which contain the 
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object and those which do not). Each level of this cascade matches a particular image element 
which was deemed salient from the training images. For example, with faces, the first stage of 
the cascade might be the pattern that the forehead region is brighter than the eyes, while the 
second stage checks for the pattern that the eyes are darker than the bridge of the nose. 
Cascading classifiers in this way vastly improves the performance of the system, as not every 
feature must be calculated for every input image. Images which do not pass the first 
classification stage do not pass to the next one, saving the additional processing from being 
wasted on them. 

The cascade classifiers used in the SMA tool are those for detecting frontal facing faces and 
profile faces included with the OpenCV library. For a standard installation of OpenCV the 
models for these classifiers are stored in the “/usr/share/opencv/haarcascades” directory. 

4.4.3. Object Detection 

State of the art methods for detection of objects within images use large neural networks 
consisting of multiple subnetworks (region proposal network, classification network etc.). Two 
recently published network structures are Faster R-CNN  [5], which outputs bounding boxes 
for each identified object; and Mask R-CNN [6], which provides full segmentation masks for 
each object. The SMA tool’s object detection utility uses the Faster R-CNN structure. A brief 
overview of this is given here. 

4.4.3.1 Faster R-CNN 

Faster R-CNN is constructed primarily of two separate networks: a Region Proposal Network 
(RPN) which produces suggestions of regions of an image which might contain objects, and a 
typical Convolutional Neural Network (CNN) which generates a feature map and classifies the 
objects in the proposed regions. The structure of faster R-CNN is illustrated in Figure 6. 

The concept of CNNs was introduced in Deliverable 2.2 (Section5.2.2). Briefly, an input image 
is passed through a series of convolutional and down sampling layers, producing “feature 
map” of lower dimensions than the input image. This feature map represents a compressed 
version of the visual information in the input image. The processing applied by faster R-CNN 
can be split into three main stages: 

1. Apply a CNN to the input image to create a feature map. 

2. Pass the feature map to the RPN to identify areas which are likely to contain objects. 

3. Pass the feature map and proposed regions through several more fully connected 

layers to classify the object present in each region and refine the coordinates of its 

bounding box. 

The RPN operates using a series of predefined anchors. These are a set of rectangular 
windows, each with a given size and aspect ratio, as seen in Figure 7. The RPN traverse the 
feature map produced by the CNN at a given step size (e.g. 16 pixels). At each point in the 
feature map the RPN visits, it centres each one of the anchor windows. For each anchor it then 
produces a confidence score (between 0.0 and 1.0) giving the likelihood that that window 
centred at that position contains an object; and a set of new coordinates, giving the 
approximate bounding box of the object. 

After this stage we have a series of proposed regions and the probability that each contains an 
object. Due to there being multiple anchors, it is usual that the same object has been proposed 
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multiple times by the RPN. To remove duplicate regions for the same object, the region with 
the highest confidence score for each object is selected. This is the “filters” stage shown in the 
diagram in Figure 6. 

Each of the bounding boxes produced by the RPN is of a different size. This is problematic as 
the following layers, used for object classification, require all inputs to be the same size. To 
solve this, faster R-CNN uses a technique known as Region of Interest (ROI) pooling. Each 
bounding box describes a particular region of the feature map, as seen in Figure 8. If, for 
example, the subsequent layers require a 2x2 input, this region is split as evenly as possible 
into a 2x2 grid, as seen in Figure 9. The 2x2 input for the next layers is then taken as the 
maximum value of each of the pixels in the squares of that grid. The output for the region 
shown in Figure 8 is shown in Figure 10. 

After ROI pooling the outputs are passed to the final fully connected layers of the network for 
object classification and refining of the bounding boxes. 
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Figure 6: The Structure of Faster R-CNN (diagram produced by  [7]) 
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Figure 7: Region Proposal Network Anchors 

 

Figure 8: A Proposed Region (diagram produced by  [8]) 

 

Figure 9: ROI Pooling Sections (diagram produced by  [8]) 
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Figure 10: Maximum Value from each Grid Square (diagram produced by [8]) 

4.4.3.2 ROI Align 

ROI pooling introduces some inaccuracies to the bounding boxes produced by faster R-CNN. 
This is due to the regions proposed by the RPN being quantised to pixel locations in the feature 
map, as seen in Figure 8. A different approach called ROI Align, discussed in [6], seeks to 
improve on these inaccuracies. The authors report a 10-50% increase in the accuracy of 
locating object’s positions within images by using ROI Align. While ROI pooling quantises the 
proposed region onto the feature map, ROI Align uses bilinear interpolation to produce a new 
grid of values within the proposed region. This new grid is then split into a grid of the correct 
size for the subsequent layers and the maximum value in each grid square taken. The SMA tool 
uses a variant of the originally proposed faster R-CNN which uses ROI Align rather than ROI 
pooling in order to improve the accuracy of the bounding boxes it produces. 

4.4.3.3 Training 

Training of object detection networks requires a large corpus of annotated training images. 
Various sources of training data have been used to train the networks used in the SMA tool. 
For commonly detected objects the MS Coco dataset [9] is used. From the objects present in 
that database knives, people, cars, trucks, aeroplanes, buses, motorbikes, laptops, suitcases, 
backpacks and cell phones have been selected to be included in the SMA tool training data. 

Additional training data had to be created to detect the more specialist object associated with 
the RED-Alert project (ISIS flags, firearms and the Tawhid hand gesture). Some of this has been 
generated by hand using a newly developed annotation tool (Annnotool). Full details of the 
building and usage of this tool are given in Section 5.  

The manual annotation process is very time consuming, and requires extensive image data to 
be acquired prior to annotation. Recently, researchers have attempted to optimise this 
process through the generation of synthetic datasets. Approaches include: the composition of 
3D models of the desired objects into real scenes [10], compositing of real images of objects 
into other scenes [11], and the use of other image augmentation techniques [12]. Using these 
techniques it is possible to generate large datasets very efficiently.  

Owing to the dynamic nature of the RED-Alert project it can be expected that the image and 
video content for the SMA tool will be changing over time. Therefore, the current training data 
used within the SMA tool may not be representative of emerging or future terrorist 
organisations and therefore future multimedia content. Furthermore, due to the sensitive and 
finite nature of terrorist related multimedia files it cannot be assumed that the depth of data 
would be readily available a priori and that all objects to be detected are fully represented (e.g 
the dataset used in the training may not have all permutations of logos, flags, weapons objects 
etc. in all configurations, orientations and convolutions possible) [13]. Thus, a problem is 
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presented whereby a data imbalance is possible in the current and future training. Therefore, 
the adoption of synthetic methods (i.e. the use of virtual 3D models of objects and scenes) for 
overcoming this training data limitation or potential imbalance can be employed [14].  

Creating synthetic composites, whereby a virtual object is embedded into a real image scene 
(see Figure 11), has been recently been proven a viable alternative for overcoming missing 
data in training sets. Notably the work of [11], whereby synthetic composites are used in 
creating images representing objects within real environments for the training faster R-CNN 
based object detectors. 

To create synthetic training datasets we adopt the methodology presented in  [11]. Here the 
images used for training the SMA tool are image composites, whereby a synthetic 3D object is 
firstly created, then rendered from a specific 2D viewpoint and finally composited into a 2D 
image scene, see Figure 11. This scene represents a video frame or still image and the object’s 
fundamental image properties (i.e brightness, contrast and colour temperature) are adapted, 
see Figure 11.  

For creating the synthetic training data, Unity Personal version 2018.2 
(https://unity3d.com/get-unity/download) is used for developing and visualising the models. 
Each model is rendered in a synthetic “green” environment, and animated to represent 
changes in object scale, orientation and translation. Images are exported to .png format which 
represent 2D viewpoints of the rendered objects (see Figure 11). Python 3.6.5 and Open CV 
3.4.1 and are then used for compositing the object image into scenes and simple linear 
transformations of scene scale, scene brightness and scene contrast are applied.  This creates 
multiple unique representations of object and scene composites. For example, 5 objects of 20 
variations in scale and orientation composited into 200 scenes would give 20,000 training 
images. 
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Figure 11: Example Composited Images 

4.4.4. OCR 

Localisation and extraction of textual content in an image is typically approached in two 
different ways. The first involves scanning of the image in question with a sliding window and 
identifying text regions through analysis of texture. One such example of this approach is the 
symmetry based detection used by [15]. These approaches are typically very accurate and 
robust in the presence of noise, but require a considerable amount of computational power. 
The other typical approach is to extract connected components within an image but locally 
inspecting simple statistical properties of the image. These components are then classified as 
textual or non-textual and lines of text constructed from adjacent characters. An example of 
this approach is that proposed by [16]. This approach requires far less computation and has 
the advantage of being able to identify lines of text which are non-horizontal. It is however less 
robust in the presence of noise which corrupts the edges of characters. More recently, deep 
learning techniques have been applied to the task of text localization and recognition, as 
discussed by [17]. 

4.4.5. Frame Selection 

The naïve method of analysing visual content in videos is to analyse each frame in the video 
stream. In a typically scene, the content of two consecutive frames will be almost identical. It 
is not necessary to apply object detection analysis to every frame as no new objects will be 
present in the scene.  To decide which frames to apply analysis to, we can process frames on a 
scene by scene basis. When there has been sufficient change in the content of a frame we 
classify it as a new scene and apply analysis. Scenes are identified using an iterative algorithm, 
stepping through video frames in order. The first frame of the video is considered to be the 
first scene and as such is always analysed. The frame is then saved as the “last frame of 
interest” and the SMA tool continues to examine subsequent frames in the video. Each frame 
is checked for its similarity to the “last frame of interest”, if it is sufficiently different it is 
classified as a new scene and therefore analysed. Each frame which is analysed is then 
considered the “last frame of interest” and therefore becomes the frame against which 
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subsequent frames are checked for similarity. Processing continues in this way until the end of 
the video is reached. The output is then the timestamp of each “frame of interest” in the video 
as well as the results of applying image analysis (Section 4.3.3.2) to those frames. 

The visual difference between frames is measured using an absolute difference metric in the 
Hue, Saturation, Value (HSV) colour space. This is an alternate method of representing image 
colour to the more standard Red, Green, Blue (RGB) colour space. In the RGB model each pixel 
of an image is represented by three numbers, describing the intensities of red, green and blue 
in that pixel. The HSV colour space uses three different measures of the colour in a pixel: 

 Hue: A value from 0 to 360, describing the colour of the pixel as an angle on a colour 

wheel. 

 Saturation: A value from 0 to 1, describing the vividness of that colour. A value of 0 

represents no colour (only grey), while a value of 1 represent the primary colour. 

 Value (Brightness): A value from 0 to 1, describing the intensity of the pixel. 

HSV colour space values can be calculated from RGB values using Equation 1, where ,  and 
 are the values (between 0 and 1). of the pixels in RGB space. 

 

 

 

 

 

Equation 1: RGB to HSV Conversion 

To compare the similarity of two images, they are first converted to the HSV colour space. The 
absolute difference between respective pixels in the two images is then calculated using 
Equation 2, where  and  and the two images being compared,  and  are the coordinates of 
the pixel being processed, and  is the colour channel (H, S or V) being processed. 

 

 

Equation 2: Absolute Pixel Difference 

The mean difference of each colour channel, , is then calculated using Equation 3, where 
and  and the number of pixels in each row and column of the frames respectively.  
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Equation 3: Frame Difference Measure 

Frames are considered to be sufficiently different to signify a scene change if the mean 
difference of their hue and saturation values are above a predefined threshold. The value 
channel is ignored as brightness values can change within a scene due to lighting conditions, 
while hue and saturation describe how the colour content has changed between frames. 
Changing colour content is a good metric for new objects entering a scene. 

4.4.5.1 Focus Measurement 

For object detection analysis perform well, one must ensure that the image inputs are in focus. 
There are two main sources of unfocussed (blurry) frames in videos; those are camera 
movement and scene transition effects. To ensure that all the frames which are analysed are 
in focus, a simple focus measure [18] is applied to each “frame of interest”.  

To measure the focus, the image is first converted to grayscale (black and white). The 
Laplacian of the grayscale image is then calculated by convolution with the kernel given in 
Equation 4. 

 

Equation 4: Laplacian Convolution Kernel 

The focus of the image is then measured as the variance of pixel intensities in the convolved 
image. If a frame’s focus measure is below a predefined threshold it does not undergo analysis 
and the frame selector will continue searching for the next “frame of interest”. 

4.4.6. Audio Event Detection 

The current state-of-the-art performance for detecting temporal events in audio signals is 
achieved by utilising recurrent convolutional neural networks. A recurrent neural network is 
one in which neurons in the hidden layers not only receive inputs from the previous layer but 
also receive their last activation value as an input [19]. This allows the network to better learn 
the temporal properties of signals presented at its input, each neuron has a “memory” of 
previous time intervals in a signal. A diagram of this structure is shown in Figure 12. 

Audio event detection is implemented using a recurrent convolutional neural network. The 
convolutional element classifies the short term temporal / spectral features of the audio, while 
the recurrent element detects longer term temporal changes in the signal. It is usual to apply 
feature extraction prior to processing by the network. Instead of providing the samples which 
make up the audio stream to the network one provides some features of the signal, such as its 
log spectrogram [20]. This provides a more detailed representation of the audio signal to the 
network, meaning the first few layers can extract more meaningful information. 
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Figure 12: Recurrent Neural Network Structure 

 

The output neurons of the event detection network each produce a signal describing the 
likelihood that a particular audio event has happened at each time interval. These signals can 
be interpreted, to annotate the instances of audio events in an audio stream. Peak picking 
algorithms can be applied to remove any noise and only annotate the onset of any detected 
audio events [21].  
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5. Image Annotation Tool (Annotool) 

5.1. Annotool Overview 

Annotool is a tool developed alongside the SMA tool for producing training datasets for object 
detection networks. The source code can be found in the Annotool directory of the SMA tool 
repository (https://git.siveco.ro/red-alert-project/sma-tool.git). The application is build using 
the JUCE library (www.juce.com) and can be built and run on all major platforms. 

5.2. Build / Installation Details 

5.2.1. Linux 

The build files for Annotool on Linux can be found in the “Annotool/Builds/LinuxMakefile” 
subdirectory of the SMA tool repository. The JUCE library has multiple dependencies which are 
not present on a standard install of most Linux distributions. On Ubuntu Linux these can be 
installed with the following command: 

 

$ sudo apt-get libfreetype6-dev libx11-dev libxinerama-dev libxrandr-dev \   

 libxcursor-dev mesa-common-dev libasound2-dev freeglut3-dev \ 

 libxcomposite-dev 

 

On other distributions the equivalents of these packages will need to be installed. Once the 
required dependencies have been installed, the build is controlled by a Makefile. Simply 
change directory into the LinuxMakefile directory and run the make command to commence 
the build. 

 

$ cd Annotool/Builds/LinuxMakefile 

$ make –j $(nproc) 

 

Once the build has finished, the executable binary will be stored in the “build” directory. It can 
be run from the root directory of the git repository like so: 

 

$ ./Annotool/Builds/LinuxMakefile/build/Annotool 

 

5.2.2. Windows 

For building Annotool on windows a Visual Studio solution file can be found in the 
“Annotool/Builds/VisualStudio2015” subdirectory of the SMA tool repository. To build the 
tool, open the “Annotool.snl” file in Visual Studio and run the build. Depending on your system 
configuration, the resulting binary will be in one of the subdirectories of the Visual Studio build 
directory. 

5.2.3. Mac OS X 

On Mac OS X, an Xcode project file for Annotool is provided in the “Annotool/Builds/MacOSX” 
subdirectory of the SMA tool repository. The executable can be built by opening the 
“Annotool.xcodeproj” file in Xcode and running the build. 

https://git.siveco.ro/red-alert-project/sma-tool.git
http://www.juce.com/
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5.3. Usage 

Upon opening the Annotool application one will be faced with the interface shown in Figure 
13. Images to be annotated can be loaded by pressing the “+” button on the top of the Images 
list at the bottom right of the interface (circled in Figure 13). This will open a system file 
selection dialog which can be used to select all the image files for annotation (as shown in 
Figure 14: Loading Images in Annotool).  

 

Figure 13: Annotool Interface 

Once images have been loaded, they will appear in the Images list. As the tool is likely to be 
used to annotate potentially disturbing images, all loaded images are initially showed blurred 
to the user. Blurring the images requires some processing to be applied as the images are 
loaded. Images which are still being processed are shown red in the Images list (as seen in 
Figure 15), once the processing has finished the image’s item in the list will become grey and it 
can be selected. 

Images are selected by clicking on their name in the Images list. Upon clicking the image will 
be shown in the annotation area as shown in Figure 16. The blur on the image can be toggled 
on and off using the “Toggle Blur” button at the bottom of the interface. One can also zoom in 
and out on the image using the “+” and “-” buttons at the bottom of the interface.  

To begin annotation one must add some object categories. This is done by pressing the “+” 
button at the top of the categories list (circled in Figure 16). After clicking this, a text box will 
appear in which the category name should be typed (illustrated in Figure 17). On hitting the 
return key, the category will be added to the list. Multiple object categories are added in the 
same manner until all the categories which are to be annotated are present in the list (Figure 
18). 



 D2.5 – Semantic Multimedia Analysis Tool 

  Page 36 of 44 This project has received funding from the European Union’s Horizon 2020 
research and innovation programme under grant agreement No 740688  

 

 

Figure 14: Loading Images in Annotool 

 

Figure 15: Annotool Processing Images 
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Figure 16: Annotool Image Viewer 

 

Figure 17: Adding an Object Category to Annotool 



 D2.5 – Semantic Multimedia Analysis Tool 

  Page 38 of 44 This project has received funding from the European Union’s Horizon 2020 
research and innovation programme under grant agreement No 740688  

 

 

Figure 18: Annotool with Multiple Object Categories 

Once all the desired categories have been added to the categories list one can begin to 
annotate them in the loaded images. Objects are annotated by drawing their bounding boxes 
on the image, as seen in Figure 19. First, select the category to be annotated. Then click and 
drag out a rectangular region on the image, from top left to bottom right. Full guidelines on 
how to draw bounding boxes are given in Section 5.3.1. Clicking on any of the annotated 
objects’ bounding boxes will show some editing tags which can be used to adjust the bounding 
box.  

When new object categories are added to Annotool, the colour used for their bounding boxes 
is randomly assigned. This sometimes results in very similar colours for different categories. 
The colour for a category can be edited by clicking the coloured button next to the category in 
the Categories list (circled in Figure 19). A colour selection interface will then be show which 
will allow you to select a new colour (Figure 20). 

Repeat these steps until every instance of the objects categories have been annotated in all of 
the loaded images, as shown in Figure 21. Once all objects in all the images have been 
annotated, the annotations can be saved using the save bottom in the bottom right of the 
interface. A system dialogue will appear, prompting for a place to save the file (Figure 22). This 
will save the annotation in a JSON file using the MS COCO format [9]. This file can be used as a 
new dataset for the Detectron library [1], allowing for new object detection networks to be 
trained. 
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Figure 19: Annotating an Object 

 

Figure 20: Changing an Object Category’s Annotation Colour 
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Figure 21: Completed Annotations 

 

Figure 22: Saving Annotations 
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5.3.1. Annotation Guidelines 

This section contains the instructions given to people using Annotool to annotate images for 
the Red-Alert project. 

Annotate all instances of the categories listed here, the category name to use for each type of 
object are given in square brackets: 

 ISIS flags [isis flag] 

 Firearms [gun] 

 Knives [knife] 

 People [person] 

 Cars [car] 

 Trucks [truck] 

 Aeroplanes [airplane] 

 Buses [bus] 

 Motorbikes [motorcycle] 

 Tawhid hand gesture [tawhid] 

 Laptops [laptop] 

 Suitcases [suitcase] 

 Backpacks [backpack] 

 Cell Phones [cell phone] 

Objects should not be annotated if: 

 It is uncertain what the object is. 

 The object is too small, Annotool has a minimum size built in so if you try to tag very 

small object the bounding box you draw will be deleted. 

 Too small a portion of the object is visible, such that it becomes unclear what the 

object is (e.g. tires could belong to a car or a truck or a bus so should not be 

annotated, while feet or hands can only belong to people and so should be annotated 

as such). 

Each annotated object should be given a bounding box describing its location in the image. Use 
the following guidelines when drawing bounding boxes: 

 The box should enclose the visible portion of an object, not its estimated total extent. 

 Try to make the bounding box as close to the limits of the object as possible. If it is a 

person wearing a backpack, exclude the backpack from the person's bounding box if 

possible. 

 Bounding boxes should not be unduly extended to include additional pixels of an 

object (e.g. don't include a car's aerial within its bounding box). 

 If an object is occluded such that occupies multiple regions in an image, draw the 

bounding box such that it contains all the regions which represent more than 5% of 

the objects total extent. 
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6. Conclusions 
 

This deliverable provides details on the implementation of the RED-Alert Semantic Multimedia 
Analysis (SMA) tool. The SMA tool facilitates the extraction of multimedia features from image, 
video and audio files and the automatic translation of these features into formatted text. 

The SMA image extraction feature currently supports detection of objects within still images or 
video frames and the recognition of their spatial and temporal locations (i.e. position in the 
video frame and frame position in the video file). Presently these objects relate to people, 
weapons, flags, vehicles, faces, and logos and are based on real and synthetic training data. 
Future expansion of the object recognition within the SMA tools is possible via the use of the 
SMA’s Annotool against a wider training dataset.  

Currently the ASR within the SMA tool is utilizing the commercial VoxSigma tool, which is the 
state of art in ASR. This component of the SMA supports eight of the required languages at 
present with the remaining two being supported by the end of 2018. It further supports 
speaker labelling and gender recognition. The overall accuracy and viability of this commercial 
tool will be fully verified within the end RED-Alert system during the pilot phase. VoxSigma 
tool is an open commercial tool that will have different provisions to be considered and 
evaluated for the exploitation period of the project (after projects ends) than other open 
sources tools. All these details related to exploitation phase will be captured in the updated 
exploitation plan from WP9. 

Future developments of the SMA tool seek to improve the accuracy of the reported elements 
and thus improve the end functionality and integration with the RED-Alert system. Extended 
training data will improve the overall detection and labelling of image data and a richer set of 
training data will tailor the object detection into core terrorism related objects. The expansion 
of the audio tools within the SMA will look to support the separation of audio elements into 
speech, music and notable events (e.g gunfire) and thus complement the currently developed 
functionality. 
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